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Applying Risk Estimators in Semi-supervised
Deep Learning for Semantic Text Similarity
Petru Rebeja
Alexandru Ioan Cuza University of Iaşi
Keywords: semantic text similarity, deep learning, recurrent neural
networks

1

Introduction

Semantic Text Similarity (STS) is a metric which given two documents
as input will compute how close they are based on the knowledge they
encapsulate and the meaning of the comprising units of language.
Such a metric has a variety of uses like machine translation, summarization, natural language understanding, text generation etc.
Within a partnership with representatives from IT industry the Faculty
of Computer Science started a research project which aims to build a system
for assessing the semantic similarity between variable-length publications
from medical domain. Our main strategy for this project is to train a deep
learning model with recurrent neural networks to discover the semantic
similarity between texts encoded into word embeddings.

2

Related Work

Starting 2012, the International Workshop on Semantic Evaluation SemEval
introduced a separate task for semantic text similarity which has drawn a lot
of attention and research work toward itself. Below there is a short excerpt
of the systems presented there that tried to approach semantic similarity
using machine learning.
In 2015 Karumuri et al. [4] submitted a system based on the same model
developed by [11] which ranked them number 1 overall for the task. Banjade,
Niraula, Maharjan et all [1] placed second presented a system based on
regression models over word2vec [8] and GloVe [9] word embeddings with
various alignment methods.
In 2016 Rychalska et al. designed a system based on a combination of
recursive autoencoders with an award/penalty system for semantic relatedness and a SVM classifier [10]. The system outputs multiple scores based
on the SVM classifier and a Linear Support Vector Regression on the
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outputs of a bi-directional Gated Recurrent Neural Network. The second
best team from the same year [2] used an unsupervised approach based on
Paragraph2Vec [6], Tree LSTM [13] and Word alignment [11] [12].
The most recent work that is presented in [7] tackles the task of computing semantic text similarity using Support Vector Regression, Linear
Regression and Gradient Boosting Regressor which were applied on
a set of 14 engineered features. These 14 features mainly rely on vector
representations of words and sentences to compute the similarity of sentences.
Although quite successful the systems mentioned above cannot be applied
out of the box mainly due to considerations of document size and the target
domain (medical) as our project is different from the general domain of the
corpus used for the STS task.

3

Semantic Similarity for medical publications

The main idea of our approach is to train a semi-supervised learning model
to approximate the similarity of scientific papers for the medical domain.
The model will be provided with a few thousands randomly chosen, manually
labeled pairs of papers.
At the core of the model there is a non-linear neural network with two
sets of inputs. The sequential input data is fed to LSTM cells; for fixeddimensional data we use simple dense cells. LSTM was chosen for this task
because of its high efficiency in dealing with sequential data. Since the input
data sets are commutative the LSTM cells which are used to process the
same type of input (title, keywords etc.) will share the inner weight matrices.
Each LSTM cell will produce a compressed representation of its input;
the outputs of LSTM cells will be concatenated and fed to a chain of dense
cells to produce a single number (normalized via a sigmoid function) which
will be the similarity score.
Given that the labeled data was chosen randomly for annotation and
the size of annotated corpus is very small compared to the whole corpus
(3 × 103 vs. 7 × 109 ) there is high probability that the labeled data will
be biased towards making a negative decision in regards to similarity. To
avoid this bias in predicting the similarity we are looking into applying risk
estimators [3], [5] as a way of evaluating the confidence of similarity scores
that are greater than 0 +  for some chosen . To do so, the model was
prepared to be fed additional metadata like co-authorship and co-affiliation.
This metadata will participate in calculating the risk of making a biased
decision for a document pair and the resulting risk score will be used in a
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punishment/reward mechanism for the model.
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Hardware-assisted Memory Protection
Mechanisms: Security, Performance and Energy
Trade-offs
Christian Göttel
University of Neuchâtel
Keywords: cloud computing, energy, memory protection, privacy,
publish/subscribe, T EE
Cloud computing provides nowadays a platform of choice for deploying online services. Companies and customers alike can reserve (virtual)
resources in the form of bare-metal [1], containers [4] or virtual machines
(VM) [2] on some form of infrastructure-as-a-service (IaaS) to set up their
own data and services. While this change in paradigm has advantages such
as reducing costs and sharing resources, it also raises privacy concerns which
require reconsidering established mechanisms for privacy, security and trust.
Even software-based solutions such as (partial) homomorphic encryption [8]
are still not technically mature enough [10] to overcome these privacy concerns, currently limiting the deployment of online services over public cloud
computing infrastructure [9]. Lately processor vendors began integrating
memory protection mechanisms into their products [5, 7, 3] to address the
performance limitations and provide practical solutions for application developers in order to create trusted execution environments (TEEs) and protect
code and data from different types of attacks.
In recent attempts to support privacy-preserving operations, among
the many types of communication services publish/subscribe systems [6]
have received much attention. To evaluate the impact of these memory
protection mechanisms on energy and performance against realistic scenarios
and workloads, a memory-bound, event-based streaming system was designed
and implemented. At its core the system is relying on a key-value store
offering native support to register callback functions, which are triggered
whenever an event arrives. In the context of a publish/subscribe system,
the main purpose of these functions is to implement matching filters for the
subscribers. All the subscribers on the channel are notified and receive the
matching event(s) upon execution of such callbacks.
The new wave of trusted hardware techniques now available in most recent
processors enables existing publish/subscribe systems to include modern
privacy-preserving operations. These novel hardware technologies provide
promising solutions to present challenges faced in public cloud environments.
Furthermore, it is possible to avert most of the additional energy costs
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by complying with the imposed restrictions of the protection mechanisms.
Based on the insights gained by this preliminary experience, we intend to
enhance existing scheduling policies for cloud resource orchestration systems
by leveraging aspects of energy and security on heterogeneous hardware.
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Towards Energy Efficiency for Hardware-Assisted
Secure Cloud Computing
Isabelly Rocha
University of Neuchatel
Keywords: Cloud Computing, Security, SGX, Energy Efficiency.

1

Introduction

The cloud computing field has sustained its growth in the past years, leading
to an increase in the number and size of data centers but also in the concern
regarding security. Considering that the hypervisor isolates tenants from
each other but not from the cloud provider, the concern is focused on the
lack of trust towards the cloud operators. One proposed solution for this
issue is the use of hardware-assisted memory protection mechanisms such
as Intel SGX [1], which isolates the memory of security-critical applications
from the untrusted OS. However, it is important to understand the trade-offs
between efficiency and security as well as the energy requirements of such
an approach. We focus on the latter one, providing a detailed analysis
considering different types of hardware.

2

Methods

In order to simulate different scenarios with arbitrary CPU and virtual
memory workloads we make use of stress-ng [2] as a baseline and stress-SGX
[3] for SGX-enabled nodes. Furthermore, for each of the defined scenarios,
the energy requirements are collected by means of PowerAPI [4] combined
with external PowerSPY meters. This process is repeated in 3 different types
of machines with the specifications defined in Table 1.
Machine
Compute Stick
NUC
Server

CPU
Intel Core M3-6Y30 @ 2.20 GHz
Intel Core i7-7567U @ 3.50GHz
Intel Xeon E3-1270 @ 3.80GHz
Table 1: Machines configurations.
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4
4
8

Memory
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16 GB
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3

Energy Analysis

As expected, we’ve noticed the same energy behaviour for the cpu stressors
either with or without SGX, i.e. the cpu load affects the energy consumption
when a certain threshold is reached but both following the same tendency
curve. On the other hand, while stressing the virtual memory, the energy requirements for SGX-enabled nodes increase as soon as the memory
passes over the EPC limit while it remains constant for SGX-disabled nodes.
These observations could be confirmed in all the different hardwares taken
into account.
Moreover, we could notice that different stressor methods present different energy requirements among themselves and the considered machines.
Therefore, in the context of the container orchestration for heterogeneous
clusters, this gives space for the integration of energy-awareness to state-ofthe-art orchestrators. More specifically, [5] presents a SGX-aware container
orchestrator which we plan to develop further by adding energy efficiency
properties considering the aforementioned observations.

4

Conclusions and Future Work

This experimental study has allowed us to define the energy profile of SGX
enabled and disabled nodes on different environments. As a consequence,
we have a sufficiently large data set available to create an initial knowledge
in which an energy-aware model will be based on and later integrated to the
current SGX-aware container orchestrator.
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Building a cleanset. An articial intelligence
perspective of identifying network installers.
Nicolae Postolachi
Alexandru Ioan Cuza University of Iaşi
Keywords: malware, downloader, network installer, artificial intelligence

1

State of the art

With the growth of known malicious programs to more than 750 millions
according to AVTest this year [1], every security solution developed different
methods for detecting malicious content. Whether this method consists in
signature based detection, emulation, heuristics or different techniques of
machine learning, one thing remains a constant in this procedure: a need
for a cleanset - a large collection of clean files that will be used to test the
above mentioned detection methods.

2

Motivation

Initially, gathering files for a cleanset was merely a hardware resources
problem: the more hardware and bandwidth you had, the more files you
could download. However, for the last couple of years, a simple download
has not been enough. Now, a large portion of the clean files are obtained via
a network installer. This means that downloading just the network installer
is not enough; one needs to understand if a specific installer is a network
installer and in this case run it in a virtual machine to extract the new files.

3

A proposed approach

We have used more than 1000000 non-downloader kits and more than
250000 network installers and trained different algorithms to learn how to
automatically differentiate between those two categories.
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Adversarial Machine Learning
Alin-Ciprian Simion
Alexandru Ioan Cuza University of Iaşi

Goodfellow et. al [1] defined adversarial examples as ”inputs to machine
learning models that an attacker has intentionally designed to cause the
model to make a mistake”. When discussing about object recognition
classifiers adversarial examples are built by adding small perturbations to
the initial image such that the targeted ML classifies it as a different class
from the one provided by the human perception.
Machine learning is one of the main focuses of researchers in security
related fields. These techniques are often used for spam filtering, malware
detection or network intrusion detection systems. The difference between
classical application of machine learning technologies and security-sensitive
ones is that the distribution of data can be maliciously modified by intelligent
and adaptive algorithms to evade detection, where in the case of other fields
the distribution of data is thought to be stationary. To avoid detection an
adversary may modify an email either by obfuscating spam words or by
adding more words associated with legitimate emails. Ideally such an attack
should leave the adversarial sample unperceptive to the human eye or in the
case of files it should avoid detection but still maintain its functionality.
One of the strategies for defending against adversarial examples is gradient
masking which implies that the attacked algorithm yields only the class of
the input and not the confidence levels. This way the attacker would not
know how to push the input to obtain the targeted attack. Of course this
is a technique that may discourage targeted attacks, but affect the success
of untargeted attacks. Another technique for defending against adversarial
machine learning is adversarial training. This is a brute force solution which
implies generating many adversarial examples and explicitly train the model
not to misclasify these examples. But this is not a perfect solution as it is
not adaptive and the creation of new adversarial examples is always a way
through.
Adversarial examples show that many modern machine learning algorithms can be forced to make a mistake. Some even in a trivial way. These
failures demonstrate that even simple algorithms can in fact behave very
differently from what their designer intended.
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Dependencies and model checking for malware
detection
Dumitru Bogdan Prelipcean
Alexandru Ioan Cuza University of Iaşi
Keywords: model-checking, dependencies, delayed logic, malware detection, bounded.

1

Introduction

The detection of cyber-threats is a problem which has been approached in
several ways. We recall solutions based on signature and heuristic methods,
solutions which consider behavioral analysis, solutions built on machine
learning techniques. All these approaches are complementary and we consider that there is no general solution to the detection problem.
In our work we focus on the threat detection with model-checking techniques, considering structural and behavioral properties. The idea is to
specify a behavior or a structural property as a logic formula and to verify
it against the model of the threat (malware or any other form)[2].

2

Dependencies and model-checking

When using the model-checking techniques for the detection problem, one
must consider its performance. In our work we show that the use of delayed
logic[3] with bounded model-checking[1] may be a good solution. Furthermore, due to the nature of the problem and to the threat model properties
we show that another improvement can be made.
Let us recall the steps from our proposed version with delayed logic:
• Build the model checking model K with abstract symbols.
• Transform the formula ϕ to the delayed version ϕ̂.
• Apply the bounded model checking technique for the problem K |=
ϕ̂.
We define dependency as a relation between abstract symbols such that
when a symbol λ1 occurs then it implies that another symbol λ2 must or
should occur further in the model K. A probabilistic approach may be used
to learn these dependencies from malicious samples. These relations between
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symbols are extracted in a pre-processing step from the model building
stage.
The verification algorithm will return an answer faster based on the
existence of a dependency or not. If a symbol from a dependency does not
occur the evaluation for the other will be skipped as they do not occur either.
The performance improvement is due to these skipping steps by reducing
the evaluation complexity.
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Pesos: Policy Enhanced Secure Object Store
Robert Krahn
TU Dresden
Keywords: Storage Security, P olicy Language, Intel SGX

1

Introduction

Third-party storage services pose the risk of integrity and confidentiality
violations as the current storage policy enforcement mechanisms are spread
across many layers in the system stack. To mitigate these security vulnerabilities, we present Pesos, a Policy Enhanced Secure Object Store (Pesos) for
untrusted third-party storage providers [1]. Pesos allows clients to specify
per-object security policies, concisely and separately from the storage stack,
and enforces these policies by securely mediating the I/O in the persistence
layer through a single unified enforcement layer. More broadly, Pesos exposes a rich set of storage policies ensuring the integrity, confidentiality, and
access accounting for data storage through a declarative policy language.
Pesos enforces these policies on untrusted commodity platforms by
leveraging a combination of two trusted computing technologies: Intel SGX
for trusted execution environment (TEE) and Kinetic Open Storage for
trusted storage. We have implemented Pesos as a fully-functional storage
system supporting many useful end-to-end storage features, and a range
of effective performance optimizations. We evaluated Pesos using a range
of micro-benchmarks, and real-world use cases. Our evaluation results
demonstrate the viability of Pesos by achieving throughput within 85% of
its native variant, while providing stronger security properties and a smaller
trusted computing base.
Pesos uses shielded execution in combination with Kinetic storage drives
to build a secure policy-based object store. Shielded execution [3, 2] provides
strong confidentiality and integrity guarantees for legacy applications running
on untrusted platforms. Our work builds on Scone [2], a shielded execution
framework based on Intel Software Guard Extensions (SGX). SGX provides a
hardware-protected memory region called secure enclave, which contains the
trusted code and data, in combination with a call-gate mechanism to control
entry and exit into the trusted execution environment. SGX protects the
application against a powerful adversary controlling the entire system stack,
including the OS or the hypervisor, and is able to launch physical attacks,
such as performing memory probes. In the context of Pesos, Kinetic disks
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are particularly compelling. The disks are directly connected to the existing
Ethernet network and applications use the Kinetic disks via an HTTP/S
interface. In combination with the trusted Pesos controller based on shielded
execution running inside an Intel SGX hardware enclave, the disks represent
the only other trusted component in our design. With Kinetic disks deployed
in a cloud datacenter and exclusively accessed by the Pesos controller, the
surrounding hardware and software cloud infrastructure remains outside
the trusted computing base. Because the disks are exclusively accessed via
encrypted and authenticated communication channels, potential man-in-themiddle attacks are thwarted. Further, Pesos transparently encrypts objects
using AES-GCM before storing them.

2

Future Work

For the future work, we plan to pursue mainly two research directions: Firstly,
we will extend Pesos with a local SSD as the untrusted fast caching layer to
overcome the limitations of main memory capacity (EPC paging) and slow
disk performance, while protecting against integrity and freshness attacks.
Secondly, Pesos could leverage integration with the Intel storage performance
development kit (SPDK) for a faster access to storage directly from the
userspace; thus bypassing the OS kernel for improved I/O performance.
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SGX-Aware Container Orchestration
for Heterogeneous Clusters
Sébastien Vaucher
Université de Neuchâtel
Keywords: Scheduling, Intel SGX, Kubernetes, Docker.

1

Introduction

Containers are becoming the de facto standard to package and deploy applications and micro-services in the cloud. Several cloud providers (e.g., Amazon,
Google, Microsoft) begin to offer native support on their infrastructure by
integrating container orchestration tools within their cloud offering. At
the same time, the security guarantees that containers offer to applications
remain questionable. Customers still need to trust their cloud provider
with respect to data and code integrity. The recent introduction by Intel of
Software Guard Extensions (SGX) into the mass market offers an alternative to developers, who can now execute their code in a hardware-secured
environment without trusting the cloud provider. Cloud providers have
started to offer SGX-enabled Infrastructure as a Service (IaaS) solutions to
end-users. One example is Microsoft Azure Confidential [1].
Deploying and orchestrating containers on a heterogeneous cluster, with
a mix of machines with and without SGX capabilities, presents its own set
of specific challenges. The containers that require SGX will contend on the
availability of dedicated memory. Therefore, the monitoring infrastructure
that feeds the scheduler master with resource usage metrics must keep
track of the demanded SGX memory requests and schedule the containers
accordingly. Unfortunately, none of the existing container orchestrators
offer native support to provide runtime insights about the resources used by
SGX containers. Notably, all of them rely on statically-provided information
given by the users upon deployment. This information can be malformed or
non-conforming to the real usage of the containers, and henceforth leading
to over- or under-allocations.

2

Our contributions

In this context, our contributions are the following. We propose a SGX-aware
architecture for orchestrating containers [3]. Fitting in this architecture,
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we offer an open-source vertical implementation [2] of the required system
support, including modifications of the Linux driver for SGX as well as
a Kubernetes device plugin. Thanks to this novel work, providers can
now effectively supervise SGX-related resources by enforcing Enclave Page
Cache (EPC) allocation limits, thence rendering SGX cloud deployments
practical. As a consequence, customers can enjoy truthful job execution in
the cloud without having to trust their provider.
We show that it will be possible to drastically reduce the waiting time
of the submitted jobs by exploiting future versions of SGX, as they will
offer better control over the size of the dedicated memory. We demonstrate
that our design and implementation are sound with a detailed evaluation
using the Google Borg traces [5] and the Stress-SGX tool [4]. Our findings
reveal that the scheduler must carefully take the EPC size into account to
reduce the overall turnaround time. Also, we observed that when half of the
jobs in the workload are SGX-enabled, there is virtually no impact on the
general performance. Finally, our experiments show that there is a small
bootstrap time that SGX containers must tolerate at startup.
As part of future research directions, we plan to extend our orchestrator
by integrating support for enclave migration as well as hybrid processes
running trusted and untrusted code.
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IBBE-SGX: Cryptographic Group Access Control
using Trusted Execution Environments
Rafael PIRES
Université de Neuchâtel
Keywords: IntelSGX, T EE, group communication, cloud storage
While many cloud storage systems allow users to protect their data by
making use of encryption, only few support collaborative editing on that
data. A major challenge for enabling such a collaboration is the need to
enforce cryptographic access control policies in a secure and efficient manner.
Although threats commonly originate from malicious adversaries breaching
security measures to gain access to user data, the menace can also come from
an employee with generous privileges, or curious governments warranting
data collection for national interest.
To overcome these issues, many approaches rely on the construction of
cryptographic solutions in which the data is secured on the client side before
reaching the storage premises, therefore mitigating the lack of trust in the
cloud provider. To enable collaborative operations, however, one needs to
enforce access control policies. Enforcing cryptographic access control on an
untrusted cloud storage context is subject to a number of requirements, such
as low traffic overhead, acceptable computational bounds, reuse of existing
credentials and zero knowledge on the data content from the perspective of
access control operators.
A number of cryptographic constructions have been proposed for achieving access control. The simplest one, popularly referred to as Hybrid Encryption (HE), makes use of symmetric and public-key cryptography by
employing the former on the actual data and the latter on the symmetric
key. Other approaches rely on pairing-based cryptography as a substitute for
public-key cryptography and offer different levels of granularity for specifying
access control policies. Unfortunately pairing-based constructions suffer from
important performance issues.
In this work [1] we introduce IBBE-SGX, a new cryptographic access
control extension that is efficient both in terms of computation and storage
even when processing large and dynamic workloads of membership operations,
while at the same time offering zero knowledge guarantees. IBBE-SGX builds
upon Identity-Based Broadcasting Encryption (IBBE), which is known to be
flexible enough to produce small constant policy sizes. We address IBBE’s
impracticality for cloud deployments by exploiting Intel Software Guard
Extensions (SGX) – a Trusted Execution Environment (TEE) which protects
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sensitive data that run within enclaves – to derive cuts in the computational
complexity. Moreover, we propose a group partitioning mechanism such that
the computational cost of membership updates is bound to a fixed constant
partition size rather than the size of the whole group.
IBBE-SGX can be broadly described in 3 steps: (i) trust establishment
and private key provisioning, implemented with the aid of SGX attestation
mechanisms; (ii) membership definitions done by an administrator and group
key provisioning according to the IBBE scheme coupled with a partitioning
mechanism for limiting update costs; and (iii) membership changes and key
updates, when the shared metadata used to derive group keys is updated.
We have implemented and evaluated our new access control extension by
conducting benchmarks with both real and synthetic data. We demonstrate
that IBBE-SGX is efficient both in terms of computation and storage even
when processing large and dynamic workloads of membership operations.
The results highlight that IBBE-SGX performs membership changes 1.2
orders of magnitude faster than the traditional approach of HE, producing
group metadata that are 6 orders of magnitude smaller than HE, while
offering zero knowledge guarantees.
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Palæmon: A Managed Trusted Service for Secrets
and Configuration Management
Franz GREGOR
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Keywords: secrets management, trusted execution, cloud

1

Introduction

Secrets and configuration management are critical aspects to secure cloud
applications. Access to an application’s secrets and configuration data
enables an adversary to impersonate the application and puts its sensitive
data at risk. Therefore, secrets and configuration of cloud applications are
typically managed in a central place, such as a key management service
(KMS) [2, 3] .

2

Problem Statement

This approach comes with some caveat and a thread-model that is not ideal
for the cloud environment.
It increases the application’s complexity as it has to be adapted to
retrieve its data from the KMS or provisioning scripts have to be provided
as applications are usually not aware of KMS.
Apart from that, the scheme’s security depends upon the integrity of
all involved machines and personnel. If a system hosting an application
component is exploited through a technical or social (e.g. malicious or
blackmailable administrator) vulnerability, the application’s data is still at
risk, even more so if the system hosts the KMS itself. Many KMS allow the
usage of hardware security modules (HSM) to mitigate this risk. But these
only protect against very limited adversaries with physical access. In the
cloud environment, an insider of the cloud provider could retrieve the HSM
access key from the KMS and use it to extract all the secrets from the HSM.
Though a recent work [4] utilizes Intel SGX to mitigate the security
risks, they put a lot of burden on the user as they require the complete
re-engineering of an existing application’s security concept and code.
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3

Our Approach

We show that, by managing secrets inside a trusted execution environment
(TEE) and integrating functionality in system libraries, one can ensure
stronger properties suitable for the cloud environment: (i) secrets are always
encrypted, (ii) secrets are not known to any human, (iii) secrets can be
shared and managed in a decentralized manner, and (iv) all without changing
any source code.
We introduced an unopinionated approach to support decentralized secrets and configuration management. We designed, implemented and evaluated Palæmon[1], a trusted service that guarantees that no privileged
attacker—even with root access—can gain control over secrets and configurations. Palæmon itself is a managed service, i.e., one can delegate
its operations to some untrusted cloud provider with the guarantee that
confidential data will remain secure despite neither trusting any individual
human nor any system software.
Secrets are defined within the context of a security policy. Changes to a
security policy are governed by a policy board : a security policy can only be
changed if a quorum of the board approves the change.
Palæmon supports, but does not require, the execution of each service
inside its own individual TEE. Using TEEs is, however, required to ensure
above the mentioned properties. We evaluate several applications. Our
results indicate that despite current TEE limitations and without changing
any source code, we can achieve good performance.
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Adding Trust to Serverless Platforms
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1

Introduction

Serverless (or Function as a Service, FaaS) computing is an emerging cloud
computing paradigm that promises to simplify the infrastructure management
for both the operator and the programmer. In this project we want to build
a hosted serverless platform with minimal modifications to the code that is
already used in production. By “hosted” we mean that it can be securely
managed by an untrusted external provider, but with guaranteed integrity
and confidentiality of both data and functions. We build on the OpenWhisk
platform [1], and use Intel SGX with the SCONE framework to achieve the
desired properties [4].
Intel SGX [3] is an extension to the Intel x86 architecture available
since Skylake generation. Its main feature is addition of enclaves—hardwareprotected regions of memory that are inaccessable for inspection by privileged
software. Remote attestation feature allows receiving cryptographic statement that software is running in a SGX enclave mode, rather than in a
simulator. Thus, users have to trust Intel (i.e., it is the root of trust), but
don’t have to trust the operating system and hypervisor.

2

Design

On the high level, OpenWhisk platform consists of the following components:
a TLS terminating reverse proxy, a request persistence and authentication
layer, and function runtimes with user functions. Request persistence level
guarantees that requests admitted into the system won’t be lost due to
software crash. Function runtimes are Docker containers with preinstalled
programming language implementations (ECMAScript, Python, Lua and
others are supported), as well as a significant set of libraries for these
programming languages. All input–output in the OpenWhisk platform is
carried out with JSON messages.
We intend to run TLS termination proxy as an SGX enclave, enhanced
with a plugin that will encrypt the users requests to the system and decrypt
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the replies. The key management will be provided by the Palaemon [2]. We
shall also extend the function runtime with matching input–output wrappers.

3

Optimizations

The functions are typically written in JIT-compiled garbage-collected languages; their runtimes allocate significant amount of virtual memory for the
heap. As SGXv1 requires full preallocation of EPC memory, the startup of
this application with SCONE can take several seconds due to paging during
heap cleanup. This delay may significantly increase the latency and reduce
the throughput of request processing in the FaaS platform. To fix this, we
consider several possibilities.
This would involve modifying OpenWhisk to maintain a cache of containers that have finished the execution and can be reused for the next request.
On the incoming request, the platform would reinitialize the enclave to a
fresh state and serve the request using this enclave.
Alternatively, we can add the support for the SGXv2 ISA extension
to SCONE, making dynamic EPC memory allocation possible inside the
enclave. This change requires additional interaction with the OS, increasing
the runtime memory allocation overhead. On the other hand, this will
increase the robustness of SCONE and of the applications running inside
the enclaves.
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1

Introduction

Deploying data analytics pipelines in cloud environments requires users
to select instance types and the number of instances for the deployment
cluster. Since each component of the pipeline may have different resource
requirements, the optimal choices are unknown without manual testing. The
goal of this research work is to develop a method(s) to find optimal cloud
configuration for a multi-stage data analytics pipelines.
State-of-the-art research [1, 2, 3] in the field concentrates on optimizing
cloud configurations for a single framework such as Spark or Hadoop and
therefore can not handle the interdependencies between multiple components.
Additionally, these works only provide a user with a single instance type and
cluster size. Therefore, they are unable to provide the best instance type
for each component as different components in the pipeline might require
different instance types. For example, an instance type that would work
best for HDFS will not necessarily be the best for Spark. An example of a
simple three-stage data analytics pipeline is shown in Figure 1.

Figure 1: Simple data pipeline.
One way to use the state-of-art techniques for optimizing a data pipeline
is to optimize each framework individually. To illustrate the shortcomings of
optimizing one component at a time we use a simple optimization algorithm
that essentially does an exhaustive search over the configuration search space.
The optimization algorithm selects one component and assigns it a bigger
instance type e.g. from m4.large to m4.xlarge. If the performance improves by
at least 10% then an even bigger instance type is assigned to that component.
Otherwise, the algorithm stops optimizing the current component and moves
on to the next component in the sequence. Here the sequence is a list e.g.
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[HDFS, spark, cassandra] which means that the algorithm will optimize
HDFS followed by Spark and lastly Cassandra. We used a flight data
analytics application on the pipeline shown in Figure 1. The optimization
algorithm can select between m4.large, m4.xlarge and m4.2xlarge instances
for each component with a cluster size of 2, per component. Thus, there are
a total of 6 configurations for the pipeline.
We generate all six possible sequences in which the pipeline can be
optimized when optimizing one component at a time. Three sequences
lead the optimization algorithm to 40s as the minimum execution time
while the other three sequences lead to 123s minimum execution time.
Sequences where Cassandra is optimized before Spark, lead to a suboptimal
configuration. That’s because without Spark deployment being at least
on m4.xlarge instances, the use of m4.2xlarge for Cassandra shows little
decrease in overall execution time.
The best configuration achieved by using this optimization algorithm was
with HDFS on m4.large, Spark on m4.xlarge and Cassandra on m4.2xlarge.

2

Conclusion

Our preliminary results illustrate the problem with single framework optimizers when applied to a data pipeline. They show that the sequence in which
the pipeline is optimized can impact the efficiency of the optimization. Thus,
there is a need for techniques to optimize the complete pipelines such that
interdependencies between components can be taken into account. Possible
solutions include: Multi-arm bandits with surrogate models, Optimization
decomposition, and Hybrid model and search based approaches.
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Mobile ad-hoc networks (MANETs) do not rely on fixed infrastructures
for their deployment. Nodes in such a network have wireless transceivers
with a limited transmission range and forward packets to communicate with
each other in a peer-to-peer fashion. Application scenarios such as vehicular
networks, monitoring of zones in danger or the deployment of communication
infrastructures in rural zones are suitable scenarios for MANETs where
broadcast is a fundamental operation.
Broadcast protocols for MANETs tackle the problem of selecting a set
of forwarding nodes that retransmit received packets to reach every node
in the network. Choosing a forwarding set is not an easy task as a small
set reduces the overall energy consumption but it may result in unreachable
packets for other nodes. On the contrary, a bigger forwarding set increases
the collisions and contentions in the network. Mobility is another factor if a
forwarding set is not updated according to the velocity of nodes, obsolete
choices of this set may cause lost of packets. Additionally, mobility patterns
may result in partitions and heterogeneous networks where the density of
nodes varies within the area of communication.
We are interested in designing adaptive approaches for broadcast protocols in MANETs. In our context, adaptation refers to the ability of
dynamically selecting and configuring the protocol use to broadcast. Notice
that the deployment of a broadcast protocol may take place either in the
entire system, or more interestingly, just in a part of it. To deal with the
heterogeneous conditions of mobility and density, we work in the design
of adaptive approaches that converge to hybrid systems: overlays emerge
in highly dense regions where nodes remain mostly static and controlled
flooding protocols are deployed in sparse regions where nodes move more
rapidly.
In our vision, nodes discover (only with local information) the need of
adaptation and perform a collective decision towards a switch to a different
protocol. Preliminary results of our simulations show that the energy cost
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tends to reduce with our adaptation approach, keeping a high coverage of
nodes without overkilling the network bandwidth.
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injection, Dual execution with comparison, machine check exceptions

1

Introduction

A transient fault is a random change of state that occurs in computer
systems, without damaging electronic components (memory cell, control
circuit, bus, etc.) but can lead to a wrong program execution[1]. Such faults
are often due to electrical charges left in the circuitry by cosmic radiation, or
manufacturing defects. To harden a program is to make it resilient against
transient faults consequences on COTS1 hardware.
In this short report, we present the research state which targets hardening
operating systems execution against transient errors on COTS hardware and
the achieved results.

2

Problem Statement and objective

Traditionally, to protect computing systems against transient faults, one
uses 2 types of approaches: software (cheaper but not totally reliable) and
hardware-based (more reliable but may be expensive).
The idea is to combine the two techniques (hardware and software) while
using as few special circuits as possible. This is the concept of Blended
Hardening (BH). It was used in the past to harden single programs on a
naked machine[3], then, user applications relying on Minix operating systems
services [2]. The challenge here is to protect the operating system, making
it possible to harden the whole computing system.

3

Methodology

BH relies on CPU instructions counter register to execute, two times, short
sequence of instructions called ”processing element” and compare their
1
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execution traces. CPU internal exception mechanisms make it possible to
detect and recover from infinite loops and register corruptions.

4

Results

In the context of this research, the BH is used to modify a micro-hypervisor
(Nova 2 ) in order to protect the operating system execution. A hypervisor is
a virtualization software that executes directly on the hardware and controls
the operating systems it hosts.
Currently, the processes making the virtual machine monitor framework
are fully hardened in a way similar to what E. Assogba does with processes
running on the Minix micro-kernel [2]. The operating system kernel, together
with its application processes are hardened.

5

Conclusion

This research targets protecting the operating system execution against
transient faults caused by cosmic radiations or manufacturing defection. The
method is based on a blended technique resulted from software and hardware
combination. To achieve this, a hypervisor is being modified to harden the
unmodified guest operating system. Although the implementation is not
finished, the results achieved so far are very interesting.
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The Role of Syntax in Formal Specification
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Keywords: parsing, programming language, f ormal specif ication

1

Introduction

The K framework started as a toolset for defining, experimenting with,
verifying and debugging programming language semantics. For a long time,
the semantics of programming languages have been described only informally,
usually in the form of an English text, and only the syntax has been formally
defined (given in terms of a context-free BNF grammar as an appendix).
However, it has become obvious that the semantics of the programming
language also needs to be formally specified. The formal semantics serves
as a precise specification of a language. Ideally, formal semantics of a
programming language should be at the core of the tools related to that
programming language: interpreters, compilers, verification tools, etc.
One particular framework that aims to provide means to define both the
syntax and the semantics of programming languages is the K framework.
K was designed both for the advanced user who wants to define complex
languages such as C or JavaScript [1] as well as for the beginner who studies
programming languages [2].
A newer domain that benefits from formal definition of programming
languages is cryptocurrencies. Particularly, formal verification of smart
contracts ensures increased confidence in the smart contract code. As an
example, the Etherium VM [3] formal semantics aims to commercially verify
Ethereum smart contracts.
For a long time engineers have stayed away from formal verification
because of poor performance and of a theory that has a steep learning curve.
A crucial role in lowering the barrier of entry is easy to read and understand
syntax. This is why the K framework allows its users to write semantic
rules using the concrete syntax of the programming language instead of the
abstract syntax. This allows engineers to more easily grasp the semantics
and “see” how the semantics works directly.
In the K framework, the definition of a programming language is written
as a set of modules. Each module can contain language syntax or semantics
declarations; the two components can be arbitrarily interleaved. Consider
for example the following module:
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module EXAMPLE
syntax Exp ::= Id | Int
| Exp "+" Exp [left]
rule I1:Int + I2:Int => I1 +Int I2
endmodule
The syntax part introduces new non-terminals and the plus production.
The rule shows the difficulty of parsing because of “freely” mixed user syntax
(+) with the meta-language syntax (=>, I1:Int).
The syntax of the framework is mainly driven from the underlying
Matching Logic theory [4]. To support the mathematical notation combined
with the user language new ways of multi-stage parsing were developed.
First to extract the syntax declarations then to parse the content of the
semantic rules. The key components are a scannerless and generalized
context-free parser and a suite of disambiguation steps to filter out the
resulting ambiguities from combining context-free grammars.
The K-framework is the result of a long-lasting international collaboration
that started at the University of Illinois at Urbana-Champaign and the
Faculty of Computer Science in Iaşi where it is currently used to teach
programming languages. K is also used commercially and developed at
Runtime Verification Inc.
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1

Verification of Railway Interlocking

In the railway domain, an interlocking is an arrangement of apparatus that
prevents conflicting train movements in a station. More importantly an
interlocking enforces a safe train traffic. Early interlockings made use of
electromechanical or relay technologies whereas modern interlockings are
computer based. In this later case, its main component is a safety-critical
system relying on a generic software and application data (i.e., configuration).
The application data are the configuration layer needed by the interlocking in order to control a specific station. In short, the application data
reflect the topology of the station under control. The elements controlled by
an interlocking are organized in routes and are for example: the points, the
track circuits, the track, and the signals. A point is a mechanical installation
enabling the trains to be guided from one track to another. A track circuit is
a simple electrical device used to detect the absence of a train on rail tracks.
A track is a position on railway network where a route starts or ends. A
signal is an electrical device used to pass information relating to the state of
the route ahead to train drivers.
The problem addressed in my thesis is the validation of those application
data. Indeed they are prepared manually and are therefore subject to human
errors. The current validation method is based on testing through manual
simulation of the interlocking elements. This method is time consuming and
not exhaustive as it is not possible to simulate all concurrent/combinatorial
events influencing the behaviour of an interlocking for a particular set of
application data.
In this PhD thesis, I propose a validation approach based on model checking [5, 1, 4] in order to verify the compliance of the application data against
some safety properties (e.g., a train collision shall never happen). Model
checking consists in building a model of a system based on its mathematical
representation and exhaustively and automatically check whether this model
meets a given specification.
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In my first publication [2], I explained how the interlocking data could
be verified with the nuSMV model checker with a focus on the interlocking
used in the Belgian railways. In my second publication [6], I proposed a
novel approach to tackle the state space explosion problem by means of a
technique called compositional verification. Indeed the number of states of
a model can be enormous [3]. For example, consider a system composed
by n processes, each having m states. Then, the asynchronous composition
of these processes may have mn states. In model checking, we refer to this
problem as the state explosion problem.
In my lecture, I will introduce the railway interlockings and how they
operate the train traffic. I will show how to build a model of those systems
and how to perform the verification of some safety property with the nuXMV
model checker. Finally I will conclude and expose the current results of my
approach.
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1

Abstract

Binary instrumentation is a way to automate dynamic binary analysis and the
only mechanism which can bring every flow encoded in binary applications
to surface and classify it. A domain of adventure, binary instrumentation
holds the possibilities of automating any type of analysis a researcher could
think of. It covers areas like symbolic execution, on-line CFG building, flow
analysis, hooking, code lifting to intermediate representations, flow property
checking or taint analysis. Dynamic binary translation which we use to
achieve binary instrumentation, has the huge advantage of providing access
to each executed instruction. For each executed instruction, one can alter
the instruction being executed through hooking, conclude upon a concrete
execution path up to a point, or build path conditions to understand or
consistently alter the execution flow. The stronger the mechanism is by
design, the harder some issues to bypass. We identify a few problems which
makes binary instrumentation inefficient in practice and try to overcome
them, mixing, at the same time, different abstraction mechanisms to provide
efficient binary instrumentation for medium to complex binary threats. Examples for automations that could be built based on binary instrumentation
cover dynamic de-obfuscation of metamorphic or polymorphic threats, understanding the updating mechanisms of bot-net communication protocols
or digging for exploits and vulnerabilities.
Until now, researchers have used binary translation in conjunction with
PIN (Intel binary instrumentation tool) or hooked thread-resume system
calls. Relying on the basic principle, a few projects like [4], [1] or [2] got to life
in the last decade. We know that binary instrumentation is not possible at
original code speed due the to execution overhead added by instrumentation.
In [3], authors conclude that optimizing instrumentation is not an easy task
and a real optimization should consider complex interactions with the user’s
actions.
In the present research, based on a scratch built binary translation
engine (very similar to PIN from Intel), we will bring to surface various
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binary instrumentation abstractions which could help researchers on their
path with binary analysis and with the ways they can automate it. We
will see how multiple execution paths can be explored helped by a plugin
which implements minimum concolic execution, how control flow graphs
can get to life starting with a single partial flow graph, how researchers can
understand execution flows in their binaries (as intermediate representation
or histograms) and how certain behaviors can be patched at runtime through
hooking. Because performance is important, we will also try to provide a way
to accelerate instrumentation when dealing with loops. Because loops are a
complex area by themselves, we try to understand them using the already
available information inside the partial flow graph structure to control the
exit points to fully translate them, feeding at the same time a few iterations
for analysis purpose and also supporting injection of callbacks for custom
analysis requirements. Presentation will start with a short overview of the
technologies we have developed so far and will continue with the description
of abstractions and how they can be used to automate certain types of binary
analysis. Finally we will draw some conclusions and see how instrumentation
overhead can be reduced by distributing analysis on multiple devices or
execution threads.
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Users entrust an increasing amount of data to online cloud systems for
archival purposes. Existing storage systems designed to preserve user data
unaltered for decades do not, however, provide strong security guarantees –
at least at a reasonable cost.
We develop Recast [1], an anti-censorship data archival system based
on random data entanglement. Documents are mixed together using an
entanglement scheme that exploits erasure codes [2] for secure and tamperproof long-term archival. Data is intertwined in such a way that it becomes
virtually impossible to delete a specific document that has been stored in
the system long enough, without also erasing a substantial fraction of the
whole archive, which requires a very powerful adversary and exposes the
attack openly. In practice, we split the document to be archived in source
blocks, then we apply an erasure code to such source blocks together with
some pointer blocks, which we choose from the archive.
The big problem is how to select pointer blocks among blocks previously
stored in the archive to enhance anti-censorship.
We base the design of Recast on STeP-archival [3], which serves as a
theoretical foundation and provides us with off-the-shelf tools such as greedy
attack heuristics (to test and compare different entanglement strategies) and
recursive reconstruction (to repair the archive after an attack). We elaborate
on such a base to build a practical STeP-archive. In particular, we overcome
the poor short term protection of the uniform random entanglement studied
in [3] by developing new entanglement heuristics.
More in detail, uniform entanglement provides slow strong long-term
protection, that unfortunately entails an inadequate level of short-term
protection, exposing recently archived documents as an easy prey for censorship. To mitigate this, we study normal entanglement, which provides fast
short-term protection (with a constant number of unprotected documents)
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at the expense of a constant long-term protection. Notice that the number
of unprotected documents grows linearly with the size of the archive when
using uniform entanglement, while it goes to zero in the case of normal
entanglement. Indeed, as the number of unprotected documents is constant,
it becomes a negligible fraction of the whole archive in the long-term.
Finally, we introduce hybrid entanglement that blends the two approaches
and attains the strong long-term protection offered by uniform pointers and
the fast short-term protection granted by normal pointers.
We validate our approach and quantify the censorship resistance in term
of documents to be destroyed via simulations. For example, we configure
Recast with the same storage overhead as triple replication. We estimate
that, on average, Recast requires an effort two orders of magnitude larger
than triple replication for a powerful censor to delete a specific target
document.
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Figure 1: Lifecycle of a write request in RECAST
Users entrust an increasing amount of data to online cloud systems for
archival purposes. Existing storage systems designed to preserve user data
unaltered for decades do not, however, provide strong security guarantees—at
least at a reasonable cost.
We develop RECAST [1], an anti-censorship data archival system based
on random data entanglement. Documents are mixed together using an
entanglement scheme that exploits erasure codes for secure and tamperproof long-term archival. Data is intertwined in such a way that it becomes
virtually impossible to delete a specific document that has been stored long
enough in the system, without also erasing a substantial fraction of the
whole archive, which requires a very powerful adversary and openly exposes
the attack.
We base RECAST on the ground work laid by [2] which describes such
an archive, a recursive repair algorithm and efficient attacks against the

h 41 i

EBSIS Summer School 2018  PhD Workshop Extended Abstracts

system. We improve on [2] by raising the speed at which a document reaches
short-term protection while ensuring that the same document achieves a
strong level of protection over time by introducing hybrid entanglement. In
addition, we complement the benefits of hybrid entanglement with temporary
replication.
As part of the evaluation, we built a feature-complete, modular prototype
implementation of RECAST [3]. Our prototype entangles new documents
with older ones and spreads the blocks over an array of independent storage
nodes. It implements normal and hybrid entanglement to offer fast shortterm replication and strong long-term replication and can recover from lost
or corrupted blocks by leveraging the underlying erasure code and going
beyond by implementing the recursive repair algorithm. The implementation
comes together with scripts to manage repairs, temporary replication and
auditing of the storage nodes. In addition, we provide a mechanism to
reconstruct the metadata server in case of crash.
Through our evaluation process, we observe that a concrete implementation of the model presented by RECAST, though costly in bandwidth
and processing, offers a practical solution against accidental loss of data and
targeted censorship.

References
[1] R. Barbi, D. Burihabwa, P. Felber, H. Mercier and V. Schiavoni. RECAST: Random Entanglement for Censorship-resistant Archival STorage. IEEE/IFIP International Conference on Dependable Systems and
Networks, June 2018.
[2] H. Mercier, M. Augier and A. K. Lenstra. STEP-archival: Storage
Integrity and Anti-Tampering using Data Entanglement. IEEE International Symposium on Information Theory, 1590–1594, 2015.
[3] SafeCloud Project recast: A python implementation of RECAST. 2018.

h 42 i

EBSIS Summer School 2018  PhD Workshop Extended Abstracts

Tail Latency in Key-Value Stores
Vikas Jaiman
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1

Introduction

Users of interactive services (such as Web search, social networks) have
increasingly performance expectations for the responsiveness of these services.
Indeed, studies have shown that a slow service (even for short periods of time)
directly impacts the revenue [2]. Enforcing predictable performance has
thus been a priority of major service providers in the last decade. However,
enforcing performance predictability is challenging even for well provisioned
systems such as key-value stores since end user requests go through hundreds
of servers and performance hiccups at any of these servers may inflate the
observed latency. To overcome this, service providers strict the tail latencies
—95th, 99th or higher percentile response time to deliver consistent fast
response time. Several approaches such as reissuing requests, preferential
resource allocation and sending requests redundantly have been used to
reduce the tail latency in large scale distributed systems. In the context of
key-value stores (e.g., [3]), where each piece of data is replicated on multiple
servers, replica selection schemes are used to reduce the tail latency. In
replica selection, a request attempting to access a given piece of data (also
called value) identified by a unique key is directed to the presumable best
replica (i.e., the one that is expected to serve the request with the smallest
latency) among the set of servers having a copy of the latter value.

2

Towards replica selection in key-value stores

State-of-the-art replica selection algorithms that are Cassandra dynamic
snitching [3] and C3 [4] have been advantageous for workloads where requests
access values of the same size. An analysis of real life key-value stores’
workloads (e.g., of Facebook’s Memcached deployment [1]) shows that this
assumption does not hold, as user requests typically access values of sizes
ranging from bytes to few MBs. Therefore under such workloads, the tail
latency of a key-value store using these algorithms increases dramatically
compared to a scenario where all values have the same size.
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Challenges. The reason why existing algorithms do not perform well when
running heterogeneous workloads is that fast requests accessing small values
can get stuck behind slow ones accessing large values. This can dramatically
increase the latency of fast requests, a phenomenon known as head-ofline-blocking [2]. Selecting the best replica for a request, while preventing
fast requests from being stuck behind slow ones, requires addressing two
challenges. First, when a request for a key arrives at the entry-point of a
key-value store, the size of the corresponding value is not known. A first
challenge is thus to be able to predict this size based on the key with minimal
operational overhead. Assuming that the size of values can be correctly
estimated at request time, a second challenge is to be able to choose a replica
that can prevent the head-of-line-blocking scenario.
Contributions. We developed Héron, a replica selection algorithm that
reduces tail latencies under heterogeneous workloads. Héron predicts which
requests will require significant time by keeping track of the keys corresponding to large values. It does so using a Bloom filter at each server.
Once a request has been identified as accessing a small (respectively, a large)
value, it applies an appropriate replica selection algorithm, which avoids
head-of-line-blocking.
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1

Introduction

Imagine a network of n processes able to communicate with each other.
Suppose that one process has a message (rumor) that must be transmitted
to all other processes. Every process that received the rumor can choose
fout ≥ 1 processes at random and has the option to send (push) the rumor or
not. The other processes can choose fin ≥ 1 processes at random to request
(pull) the rumor, and the contacted processes have the option to send the
rumor or not (if they have it). We suppose that these actions take place in
synchronous rounds. Two of the questions we address are
• What are the precise tradeoffs between process overhead (fan-in, fan-out
and load balancing), communication overhead (number of messages
and number of bits transmitted) and latency (number of dissemination
rounds)?
• How many rounds does it take to have every process informed with
high probability1 ?
More precisely, the second question can be formulated as follows:
• Consider a network of n = 1000 peers, with fout = 2 and fin = 1. How
many push rounds and how many pull rounds do we need in order to
have every peer informed with probability greater than 1 − 10−20 ?
The first to (partially) try to answer this question is [Koldehofe, 2004]. In
this work, we give some more general results that are very easy to implement
in practical systems, such as the dissemination layer of blockchains.

1

With high probability (w.h.p.) means with probability at least 1 − O(n−c ) for a
constant c > 0.
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In general modern cryptographic schemes rely their security on hard
problems, computationally infeasible, thus any algorithm for breaking it
runs in exponential time in the security parameter. There are few such
hard problems as it is the factorization of big numbers and discrete log. A
simple and useful mathematical instrument in cryptography are quadratic
residues. They generate at least three problems that can be explored by
cryptographers.
1. It is hard to decide if an integer a in Z∗n is a quadratic residue or
not.[1, 2]
2. Another hard problem in some groups is to find a square root r of a
quadratic residue a such that a ≡ r2 mod n.
3. As the pattern apparition of quadratic residues is unknown (unpredictable), they can be used in cryptography for constructing pseudo
random generators, and also in areas such as acoustics [3] and mathematics [4].
Goldwasser-Micalli scheme [5], [1, 2] and Cocks’ scheme [6] are two cryptosystems based on quadratic residues and their security relies on the quadratic
residuosity assumption (QRA).
On the distribution of quadratic residues there are many interesting
studies. We mention here Perron [7] who studied the sets a + QRp and
a + QN Rp where a ∈ Zp and QR is the set of quadratic residues modulo
a prime number p and QN Rp the set of quadratic non-residues modulo p.
He also provided a very useful result for the quadratic residues of the form
a + QRp .
In 1990 Damgård emphasized the problem of “predicting a sequence of
consecutive Legendre (Jacobi) symbols modulo a prime (composite), when
the starting point and possibly also the prime is unknown” in [8].
In a joint work with F.L. Ţiplea, S. Iftene and G. Teşeleanu we obtained
exact formulas for the distribution of quadratic residues and non-residues in
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sets a + Xn , where n is a prime or an RSA modulus and X is a subset of
Zn with given Legendre pattern (symbols) modulo prime factors of n and
applications of those results in cryptography related to Cocks’ IBE scheme.
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1

Introduction

RFID technology enables a whole spectrum of applications that go beyond
the simple identification protocol. In a connected world, this can facilitate
business processes and create a more trustworthy interaction between actors.
Such a utility for RFID technology has been proposed in [2], where a new
concept called yoking proof is first introduced. Useful mostly in the medical
and pharmaceutical industries, yoking proofs offer a verifier the means
to prove that 2 tags have been scanned simultaneously at a certain time.
This bridges a gap in the RFID ecosystem, offering a solution for the use
case where an online reader is not readily available and cannot perform a
validation of the tags.

2

Yoking Proofs and Privacy

Along with their extensions for multiple tags, called grouping proofs [5],
yoking proofs are a stepping stone to enabling third party auditing of protocol
interactions. After the initial yoking proof, there have been multiple attempts
to design a robust yoking proof [5] [3] [4] and to isolate the defining traits of
such a protocol. These efforts are made in order to assure the same levels
of privacy and security as for RFID identification and to accurately define
the formal framework for yoking proof analysis. In the design process, the
main cryptographic building blocks (MACs, RNGs, signature schemes) of
these protocols have to comply to the classical restrictions of the RFID
domain such as lightweight implementations and low power consumption,
whilst the formal model used to prove security needs to accommodate new
notions such as untrusted readers and trusted time stamping entities [1].
In this setting, the privacy notion needs to be enriched to prevent private
information disclosure not just about an individual tag, but about potential
tag groups that participate in forming a proof. Our aim is to enhance a
well known RFID security model [6] with tools for evaluating a yoking proof
and to design a minimalistic protocol that can function both in an online
(identification) and offline setting.
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1

Introduction

Industry and health care sector have been employing data de-identification
as a privacy preserving measure for years. A primary concern during deidentification and privacy enhancement is to maintain data utility. However,
with the advent of wearables – myriad IoT smart devices like fitness trackers
and smartwatches – the volume and paradigm of collected health care data
has expanded, and so have the data leakage opportunities. Consequently,
this requires new and scalable frameworks to ensure user privacy as well as
data utility for analytics purposes. Data from these devices is collectively
analysed to train lifestyle recommender systems that offer personalised
recommendations. Our goal is to develop a big data-driven health care
recommender system that not only provides essential privacy guarantees,
but also enables a user to specify granularity of privacy retained in exchange
for personalised recommendations and other benefits.

2

State of the art versus Proposed solution

There are three main state of the art techniques for privacy preservation:
differential privacy, knowledge aggregation and transfer, and data summarisation. Differential privacy obfuscates the output of machine learning models
within a provided range, implying some uncertainty in all the measurements
and consequently, less probability of exposing a specific record. However,
differential privacy alone cannot provide privacy guarantees for all scenarios
due to its limitations: a) it is designed for low sensitivity queries b) using statistical inference and adaptive querying, one can infer the form of underlying
data distribution.
On the other hand, knowledge aggregation and transfer [1] assumes that
training openly available models on sensitive data directly allows for memorisation, and introducing multiple training levels can reduce the footprint
of distinct and sensitive training data on output models. Lastly, data summarisation [2] is a privacy preserving technique that proposes the creation
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of representative summaries of the dataset to preserve privacy concerns as
well as speed up the learning process, instead of training the models on a
complete dataset. In the light of this discussion, our proposed solution is as
follows:
To provide the essential privacy guarantees, we aim to explore and improve upon these aforementioned solutions: (1) differential privacy, (2) data
summarisation for improving performance and potentially enhancing privacy
preservation in recommender systems; and (3) semi-supervised knowledge
transfer for improving privacy guarantees. Data will be harnessed from users
via smart devices and supporting applications. We will create succinct but
representative data summaries using data summarisation technique which
will enable us to have better performance with a small degree of privacy.
A recommender model will be trained using semi-supervised knowledge
transfer: a set of teacher models is trained directly over sensitive data, and
afterwards an aggregation mechanism is applied as a privacy preserving layer
to train a student model on non-sensitive data using the teacher models.
This model will provide personalised recommendations to users depending
on their privacy requirements.
The proposed solutions have proved to provide a certain degree of (configurable) privacy. However, for evaluation purposes, we will verify the
soundness of privacy preservation of our recommender system by measuring
its resistance towards model inversion attacks. Another objective of this
research is finding the right granularity of data sharing for providing sane
recommendations, especially in third party scenarios. This will enable users’
direct consent to use of their data in its partial form instead of completely
giving up the right of owning personal data when using the offered services.
In summary, we aim to develop a privacy preserving recommender system
that caters to big data, is applicable in real world scenario, and offers a
flexible model for privacy preservation and data sharing to its users.
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Making Random Number Generators Behave
Badly
George Teşeleanu
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Keywords: random number generators, health tests, backdoors

1

Introduction

In [6] the authors propose an interesting mechanism that blurs the line
between what constitutes a Trojan horse and what does not. To detect their
mechanism, a program needs to somehow differentiate between a naturally
unstable random number generator (RNG) and an artificially unstable
one (obtained by means of certain mathematical transformations). To our
knowledge, [6] is the only previous work that discuses this topic.
More precisely, in [6] a digital filter is described. Usually, digital filters
are applied to RNGs to correct biases, but this filter has an opposite purpose.
When applied to a stream of unbiased bits the filter is benign. On the other
hand, if applied to a stream of biased bits the filter amplifies their bias.
Thereby, making the RNG worse. Without loss of generality, we assume
that the bias is toward one.
The above mentioned filters can be useful in RNG testing, e.g., to boost
health tests implemented in an RNG. Recent standards [3, 5] require an
RNG to detect failures and one such method for early detection can be to
apply an amplifier and then do some lightweight testing1 .
Due to recent events [1, 4] RNGs have been under a lot of scrutiny. Thus,
wondering what kind of mechanisms can be implemented by a malicious
third party in order to weaken or destabilize a system becomes natural.
Amplifying filters provide a novel example of how one can achieve this.

2

Amplifiers

Figure 1 is a graphical representation of two new classes of filters: greedy bias
amplifiers (interrupted line) and Von Neumann bias amplifiers (continuous
line). Note that in Figure 1 the x-axis represents the original bias , while the
y-axis represents the value M = [P (b = 1) − P (b = 0)]/[P (b = 1) + P (b = 0)],
where b is a bit outputted by the filter.
1

for example the tests described in [2]
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Figure 1: Comparing bias amplifiers.
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1

The Orchestration Level Approach

With the increase in the concern for security of information in the recent few
years and the consequent creation of new Trusted Execution Environment
platforms, an ever increasing buzz word, a myriad of architectures have
appeared in the recent literature in order to solve all kinds of security and
trust problems all sectors of industry could have. Ever so often these proof of
concept solutions rely on modern software deployment architecture features
like micro-services, auto scaling and load balancing, among others, to act
as real world commercial products. It is although not commonly discussed
the inherent difficulties of deploying such secure applications in a cloud
infrastructure.
The first part of the research presented here engages the solution proposed for a cloud container orchestrator proof of concept that aimed to be
able to host Trusted Execution Environment based applications, specifically
Intel SGX, by addressing orchestration problems that will cause such applications to malfunction or break. The commercial container orchestration
tools, although being prominently capable of highly efficiently and reliably
manage client services life cycles in the cloud environment, pack very highly
coupled policies and mechanisms destined to more efficiently complete the
orchestration tasks. Often times those policies and mechanisms shock with
constraints caused by specific requirements from the said secure applications
that rely on Trusted Execution Environment. Among these constraints are:
• Containers with specific permissions on the host machine:
In many mainstream container orchestrators, the level of permission
required for containers to access the Trusted Execution Environment
virtual device, necessary to access its primitives, does not exist. The
cloud owner will either not support the so called secure applications,
or give full permissions to the container over the host machine when
using those standard container orchestrators.
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• Preconfigured environment for Trusted Execution: Setting up
a reliable Trusted Execution compatible environment in a remote
machine is a responsibility relegated to the user in the commercially
available container orchestrations solutions. Incompatibilities between
the installation and the hardware or the Trusted Execution Environment software version may be revealed in the most unfortunate
moments. As opposed to that, the solution proposed in this research
preconfigures the environment for both the container, through a standard docker base image, and the host machine, eliminating potential
incompatibility.
• Remote Attestation sensitive Load Balancing: What would perhaps be the main problem with the execution of Trusted Environment
based application in the commercial container orchestration solutions
is the need for a fine tuned load balancing policy. In these mainstream
solutions load balancing implements some variation of a round robin
package forwarding policy, assuming the statelessness of the web application, a characteristic that is common and generally enforced. The
way Intel SGX communication between a client and server application
requires them to negotiate a key to be used for encrypted communication, thus establishing a direct relationship between one client
and one server. Our solution implements a system that establishes
routes between the server container and their clients during the remote
attestation phase across the multilevel load balancing system.
• Life cycle control: Container orchestator schedulers will not fail to
remove a container from a server in case it judges it as superfluous.
The presumed statelessness of web application, once again, makes that
a burdenless operation. The need to maintain a communication state
in the Intel SGX interactions between a client and a server requires
therefore a more sensitive container removal policy, which the solution
proposed implements through the monitoring of network activity that
hints that a certain container is no longer been accessed by a remote
client.

2

The Binary Build Approach

Although the subject of container orchestration issues with Trusted Execution Environment has demonstrated to be rather interesting and little
explored, the research shifted to support SCONE, a more mature, sophisti-
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cated and market ready secure computation tool, in the endeavour of having
an expanded trusted zone in the deployment of applications in a potentially
hostile remote environment.
The current idea of the research, which is in its infancy, is that all application building stack will run in trusted environments, like the compiler and
pre-compilations tools, as well as every library it depends upon. This approach prevents an attacker with high privileges to introduce malicious code
from within the compiler. With the entire compilation process happening in
the cloud, it would be possible to trace back an application’s dependencies
to the commit level and adopt a defensive policy for when a security bug is
reported in the repositories where these commits have been submitted.
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