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Automated Analysis of Possible Malware
Applications
Vlad CRĂCIUN
Universitatea Alexandru Ioan Cuza din Iaşi
Email: vcraciun@info.uaic.ro
Keywords: analysis, static, dynamic, concolic, execution, taint

1

Abstract

Static and dynamic program analysis are widely used by researchers to
identify possible application issues or unwanted execution behaviors. Some
researchers are working mostly at source level, making use of static analysis,
whereas others are focused more on dynamic analysis and reverse engineering
to understand how binary code flows through execution environments. There
are already a lot of instruments available to help analysts dig for specific
features when dealing with binary applications. JIT translators, decompilers,
debuggers, emulators and virtualized environments create together a set
of tools for malware researchers. However the number of malwares which
security companies are dealing with, in the last few years, have already grown
to a point where human intervention is desired only for the fierce ones. A lot
of effort was pushed in the last decade, into automated analysis frameworks
and tools, circling around symbolic execution and taint analysis. However
only few of them are able to bring light upon the most hidden execution
paths. The challenge with this type of threats is to understand faster what
they intend to do and at the same time to control their anti-analysis tricks.
Most of the automated analysis engines have their roots in a series of
articles that have been published since 2007. A. Moser et al. in [5], D. Song
et al. in [6] and V. Chipounov et al. in [7] started this trend of binary
analysis while more recent tools use pools of execution trace creators like
QEMU and PIN to push the limits of path exploration. Some of them are
presented in [1], [2], [3] and [4].
The main purpose of this research is to provide a fast way to understand
malware actions and if possible, reverse the environmental changes or prevent
the execution. Up to this point we were able to develop, from scratch, a
JIT for binary code translation to help us understand Windows binaries
faster without loosing additional meaning of the data flow. We achieved
this, combining the power of dynamic and static analysis. In this work, we
propose a JIT translator, similar to PIN from Intel along with a couple of
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plugins which could automate different types of analysis. The advantage of
using customized tools and frameworks will help us evade the anti-analysis
tricks used by the malware authors. The tool is also built to support both
binary transaction and emulation to get the maximum insight from the
analyzed applications. The types of analyses we can handle cover backward
and forward taint analysis, dynamic symbolic execution, hooking and Control
Flow Graphs. We try to put all these pieces together to bring binary analysis
to the next level of speed and eficiency. The entire analysis engine is still
in progress. We have a well working JIT, an almost finished dynamic
symbolic execution engine with semantics for the most used instructions
and some dedicated hooking plugins to control the entire analysis context,
thus distributing the analyzer with each new process, thread, callback or
exception created by the target binary. We expect to finish the caching for
the environmental changes and the full loop translations to optimize the
time for trace creation in the near future.
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Malware Detection using Genetic Algorithms
Nicolae POSTOLACHI
Universitatea Alexandru Ioan Cuza din Iaşi
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Keywords: Genetic Algorithms, malware

1

State of the art

In the last years, the number of new malicious programs has steadily increased. According to AV-TEST Institute, there are more than 390 thousands
new malicious programs every day, reaching more than 600 millions this
year. [1]
This means security software, such as antivirus products, have to deal with
the increasing number of malware files. In order to obtain a good detection
rate with a low false positive number, new methods of detection are needed
alongside the classical signature based detections.

2

Motivation

Each day, malware becomes more dangerous and more sophisticated and uses
different obfuscation techniques in order to avoid detection by any security
solution. We plan to enforce classical detection methods by increasing the
detection rate using Genetic Algorithms.

3

A proposed approach

Genetic Algorithms simulate the evolution process inspired from natural
selection. Starting with a population, a set of genetic operations such as
mutation and crossover are performed during several iterations. At the end,
the most fitted individual represents the solution to the problem.
We will use a dataset of more than 20 millions of classified samples for training.
Each sample has more than 6 thousands boolean flags. Our aim is to find best
possible formulas f lagi boolean operator f lagj ... boolean operator f lagk
that correctly classify the samples.
For tuning the algorithm, we used 2 % from the dataset and various settings:

h3i

EBSIS Summer School 2017  PhD Workshop Extended Abstracts

the population size, the number of features for an individual, the fitness
function, the mutation and crossover probabilities, the selection method and
the number of iterations.
In this approach, an individual has information regarding flags and operators.
We used only three boolean operators: and(&), or(k), xor(⊕) The mutation
operator changes the f lagi with a different available flag. Also, we used
mutation to change the boolean operator. For the crossover method we
chose the single-point technique.
Let malw be the number of malware samples correctly classified and cln
the number of clean files classified correctly and total the total number of
samples. For fitness function we applied different formulas regarding malw,
cln and total.
An example of a formula for an individual from the population:
(((f lag2927 & ((((((f lag1156 & (f lag5847 k f lag5297 ) ) k f lag104 ) & (((f lag1872
k f lag1729 ) & (f lag4803 ⊕ f lag522 ) ) ⊕ f lag5461 ) ) & ((f lag3456 k (f lag558 ⊕
f lag2706 ) ) ⊕ (f lag6126 ⊕ ((f lag5343 & f lag440 ) & f lag3342 ) ))) k (f lag1612 ⊕
(f lag3586 ⊕ f lag4850 ) )) & (f lag4015 ⊕ (f lag2042 & f lag5943 ) ))) ⊕ ((f lag5918
k (((f lag3348 k f lag127 ) ⊕ f lag6213 ) ⊕ f lag1761 ) ) k ((f lag1834 ⊕ f lag3365 )
k (f lag4237 k ((f lag4476 & ((f lag1327 k f lag3688 ) & (f lag4052 ⊕ (f lag1005 ⊕
f lag1175 ) ))) k ((f lag5178 & (f lag114 k f lag6075 ) ) ⊕ (f lag713 k f lag4335 ) ))))))
k ((f lag5234 k (f lag4931 & f lag601 ) ) & ((f lag5960 k f lag3845 ) & ((f lag3114
k f lag2508 ) & f lag5671 ) )))
The next steps in achieving our goal include optimizing the algorithm to
handle working with the full dataset.

References
[1] AV-TEST Malware Statistics
av-test.org/en/statistics/malware/.
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Abstractions and Model Checking for Malware
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Dumitru Bogdan PRELIPCEAN
Universitatea Alexandru Ioan Cuza din Iaşi
Email: dumitru.prelipcean@info.uaic.ro
Keywords: model-checking, abstractions, delayed logic, malware detection

1

Introduction

The detection of an application’s malicious behavior continues to be an
important problem in the computer security field. The large number of malicious applications increase the difficulty of malware analysis and detection,
requiring generic ways of behavior specification.
There are several approaches when dealing with this problem. One
approach is the use of automatic detection systems which require a high
level specification of the malicious behavior. These systems may use modelchecking techniques where the behavior is specified through logic formulae[4][5].
Another approach is to use machine-learning techniques based on features
extracted from the structural properties of the analyzed application.[3] Each
of these techniques have advantages and drawbacks.
In this paper we describe a model-checking technique that uses abstractions in order to give a high level specification of a malicious behavior, as a
first step in an automatic extraction method.

2

Delayed logic

The use of a logic with delay was introduced in [6] for verifying properties
of reactive systems modeled by Petri nets. This type of logic can be used
when we have two systems that are in a simulation preorder relation (when
a system is an abstraction of the other). The logic proposed was constructed
as a substantial subset of ∀CT L∗ . As LT L is a subset of CT L∗ we can
define the delayed version of LT L. We show that this version of LT L is
compatible with bounded model-checking. The bounded model-checking
reduces the verification problem to SAT[2].
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3

Behavior abstraction

We discuss how the abstraction of a behavior can be introduced in the Kripke
structure of the model built on the traces extracted from the analyzed
application, starting from a framework introduced by Beaucamps et al.
[1]. We consider abstraction through string rewriting systems which can
be learned from known behaviors thus we have a first step in automatic
definition of malicious behaviors.

4

Detection with model checking

After inserting the abstract symbols in the Kripke structure (K) we can
detect a malicious behavior specified by a LT L formula ϕ built over the set
of abstract symbols (Λ) by the following two steps:
• Transform the formula to the delayed version ϕ̂.
• Apply the bounded model checking technique for the problem K |=
ϕ̂.
As the trace is finite (and usually not very large) the bounded model
checking technique is complete and offers an answer, in worst case, having
the bound equal with the length of the trace.
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Next Generation of Memory Management in
Symbolic Execution
Martin NOWACK
TU Dresden
Email: martin.nowack1@tu-dresden.de
Keywords: Dynamic Symbolic Execution, Dynamic State Merging,
KLEE

1

Abstract

Symbolic Execution is an important method to thoroughly test applications
for bugs and generate test case by checking all its possible execution paths.
Still, the major challenge for applying it to bigger applications is the number
of possible paths an application generates, which typically increases with
the length of the path.
To efficiently represent the current state of the memory, we need to
represent memory allocations from stack and heap. Representing different
program states at the same time will consume much memory and therefore
time to process that information. As different execution paths can share
similarities, we need to efficiently represent commonalities and be able
to detect differences between the states. To reduce the overall memory
consumption, state merging has been proposed. Merging allows multiple
states to be represented by a single state increasing the complexity of the
logic formulas. This way, one can convert memory consumption into solving
time.
In this work, we present a new memory representation scheme, which
reduces the memory consumption of presented states, this fosters the optimisation of queries, improves the effectiveness of caches and query optimisation
and therefore reduces the overall solver time. Furthermore, uninitialised
memory access can be detected. The new memory representation allows
detecting merge opportunities for the state more efficiently.
We implemented the new representation on top of a state-of-the-art
symbolic execution engine (KLEE). We see a major reduction in the consumption of memory, major improvement of solving time and found multiple
new errors in tested applications.
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Unclonable Pervasive Human Authentication
Protocols
Cristian HRISTEA
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1

Introduction

Human authentication is a concept developed by Hopper and Blum in [3]
and can be a solution for devices with human like computation power. It is
based on the idea that secure authentication can be achieved by designing
a protocol so simple, that a computer unassisted human could execute it
(possibly with pen and paper) and still achieve a high enough level of security.
The structure of the HB protocol is composed of a secret k-bit vector
x shared between the human and the computer, and a possibly public value
for η. The first step in the protocol is performed by the computer which
emits a challenge c. The human will calculate the parity bit (the product
between the challenge and the secret vector x) xored with a bit b, whose
value is 1 with probability η, and send it to the computer. The protocol is
successful if the computer can verify that the response verifies the relation.
In order to achieve a security of 2−r (probability that the adversary will
deduce the value of x through Gaussian elimination) the protocol must be
repeated r times.
The original protocol and many protocols derived from it ([4], [2])
are proven to be sequentially secure under the Learning Parity with Noise
(LPN) assumption. There is also proof that the original protocol and the
variant from [4] is secure under parallel and concurrent execution [5], which
enhances the overall potential of the protocol.

2

Physically Obfuscated Key

Physically Unclonable Functions (PUFs) represent a physical construction
capable of uniquely identifying the device on which it is implemented, whilst
at the same time assuring that any intrusive inspection of the PUF will
result in its destruction. The standard mode of interacting with a PUF
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is through a set of challenges which the PUF will offer (potentially noisy)
responses to. These challenge response pairs are known as CRPs.
Physically Obfuscated Keys denote a PUF (-like) construction that
has a limited set of CRPs (usually one). POKs offer a tamper-evident
method of storing and protecting a cryptographic key from an intrusive
attacker. The concept and construction of PUFs and POKs, as well as
the methods of formalizing them, are studied extensively in [1] and [6]. As
pervasive devices do not benefit from a secure physical environment, POKs
could offer a viable way of storing their secrets.

References
[1] B. L. P. Gassend. Physical random functions. PhD thesis, Massachusetts
Institute of Technology, 2003.
[2] G. Hammouri and B. Sunar. Puf-hb: A tamper-resilient hb based
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hb+ protocols. In Proceedings of the Annual International Conference
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Attribute-Based Encryption
Anca-Maria NICA
Universitatea Alexandru Ioan Cuza din Iaşi
Email: nica.anca@student.uaic.ro

Keywords: ABE, KP-ABE
Attribute-based Encryption (ABE) was proposed as an ideea of fuzzy
encryption by Sahai and Waters in 2005 [1] and it is an extension of IBE
where the identities are represented by sets of attributes. There are two types
of ABE: Key-policy ABE (KP-ABE) and Ciphertext-policy ABE (CP-ABE).
The first KP-ABE scheme was proposed by Goyal et al. [2] in 2006. In this
model the ciphertext contains the descriptive attributes while the private key
contains the policies. CP-ABE was first proposed in 2007 by Bethencourt
et al. [3] and it is the dual of KP-ABE. In this model the access structure
over attributes is embedded in the ciphertext while the set of attributes is
included in the private key. An ABE scheme consists of four polynomial
time algorithms; three of them are probabilistic algorithms and the last one
- the decryption algorithm - is a deterministic one.
Actually there are three ways of constructing ABE schemes. There are
schemes based on secret sharing and just one bilinear map, there are ABE
schemes based on leveled multi-linear maps and ABE schemes based on
lattices and the LWE problem.
There is an attack for [2] that proofs weaknesses in the case of OR gates
so, for this reason, these scheme works only for Boolean formulas.
In order to solve this backtracking attack, there are some different
solutions based on multilinear maps [4] and some based on integer lattices
[3], [5]. Besides the fact that Garg [4] conjectured that this backtracking
attack can’t be solved using only bilinear maps, in 2014, it was proposed a
solution by Ţiplea and Drăgan Key-policy ABE for Boolean Circuits from
Bilinear Maps [6] that works for a class of Boolean circuits including Boolean
formulas. Then, in 2015, [7] the same authors proposed a new solution based
on secret sharing and chained bilinear maps. This scheme works for any
Boolean circuit. In 2017, Hu et al. [8] proposed an ABE scheme that resists
the backtracking attack that uses secret sharing and one bilinear map and it
works for all Boolean circuit.
Due to its properties ABE fits well in cloud computing and in the X-asservice perspective. Now the research in this field is oriented towards the
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complexity of the KP-ABE schemes for general Boolean circuits and towards
the optimization of secret sharing for general Boolean circuits.
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Keywords: Identity − based encryption, quadratic residues

1

Introduction

Since the introduction of identity based encryption (IBE), two main approaches for constructing IBE schemes have emerged: one based on bilinear
pairings [1] and one based on quadratic residues [3, 2].
Cocks’ scheme [3] encrypts a message bit by bit and has to transmit
two large numbers for each bit of a plaintext. The need for a space-efficient
IBE scheme was addressed in [2], unfortunately it is less time efficient than
Cocks’ scheme. Several trade-offs based on [2] have emerged, but according
to [5] the security proofs are flawed, thus rendering the trade-off schemes
insecure. In [2] the authors left the following open problem: how can one
use higher-order characters in order to derive more than one bit of shared
secret data with each computation. Based on a classic public key encryption
(PKE) scheme introduced in [4], who uses 2k -th power residues symbols, we
provide a partial answer to the open problem. The proposed scheme can
be viewed as trade-off between speed and ciphertext expansion, since it’s
ciphertext expansion and time efficiency are between that of [2] and [3] when
used to encrypt bytes.

2

Performance of our IBE Scheme

In the following table, we present the computational complexity for different
IBE schemes whose security is based on variations of the qr assumption.
We are working to further improve the performance of our scheme and to
extend its capabilities to encrypting larger messages.

References
[1] D. Boneh and M. Franklin. Identity-Based Encryption from the Weil
Pairing. SIAM journal on computing, 32(3):586–615, 2003.
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Table 1: Computational complexity for a k-bit message
IBE scheme

Encryption

Decryption

Cocks [3]

O(k · log2 n)

O(k · log2 n)

Boneh-Gentry-Hamburg
BasicIBE & AnonIBE[2]

O(k · log4 n)

O(k · log4 n)

Our scheme

O(2k · log2 n)

O(k · log3 n)

[2] D. Boneh, C. Gentry, and M. Hamburg. Space-Efficient Identity Based
Encryption Without Pairings. In Proceedings of the 48th Annual IEEE
Symposium on Foundations of Computer Science, FOCS, pages 647–657,
2007.
[3] C. Cocks. An Identity Based Encryption Scheme Based on Quadratic
Residues. In Proceedings of the IMA International Conference on Cryptography and Coding, 2001.
[4] M. Joye and B. Libert. Efficient Cryptosystems from 2k -th Power Residue
Symbols. In Proceedings of the Annual International Conference on the
Theory and Applications of Cryptographic Techniques, 2013.
[5] Ferucio Laurenţiu Ţiplea, Sorin Iftene, George Teşeleanu, and AncaMaria Nica. Security of Identity-Based Encryption Schemes from
Quadratic Residues. In Proceedings of the International Conference
for Information Technology and Communications, 2016.
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1

Introduction

The growing needs for extensible and reliable storage systems push users,
both private and corporate, towards cloud based storage solutions. However,
moving this data from the users’ premises to the cloud presents two immediate challenges. First, outsourcing data introduces security risks, therefore
protection mechanisms must be put in place to provide guarantees such as
privacy, confidentiality and integrity. Second, there is no “one-size-fits-all”
solution that provides the right level of safety or performance for all applications and users. It is therefore necessary to provide mechanisms that can be
tailored to the various deployment scenarios.
We address both challenges by introducing SafeFS [1], a modular
architecture based on software-defined storage principles featuring stackable
building blocks that can be combined to construct a secure distributed file
system. SafeFS allows users to specialize their data store to their specific
needs by choosing the combination of blocks that provide the best safety
and performance tradeoffs.

2

Design and implementation

SafeFS (Figure 1) is designed as a stackable filesystem [2] in user space using
FUSE [4], enabling reuse of existing implementations. Its configuration is
loaded at runtime and can leverage one or more of the independent layers
provided to serve different purposes (encryption, redundancy, . . . ). Each of
the layers can be further configured to swap drivers to better fit the users’
needs.
We implemented SafeFS and performed in-depth evaluation across a
range of workloads. More specifically we compared our solution against
other existing secure file systems both implemented in kernel and user space.
Results reveal that while each layer has a cost, one can build safe yet efficient
storage architectures.
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Figure 1: Architecture of SafeFS

3

Conclusion

Our results show that the flexibility provided by SafeFS in building and
extending storage solutions offers an interesting tradeoff compared to the
overhead it introduces. In future work, we plan to facilitate the integration of existing solutions and explore control plane techniques to enforce
performance, security and other policies across the data storage plane.
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1

Introduction

The recent alarming increase in the number of devices connected to the
Internet poses a new set of challenges on communication and network
providers. This is amplified by technologies & growing market segments such
as Industry 4.0 and the Internet of Things (IoT) which demand unprecedented
fast access to network resources to relay dense sensory information between
mission-critical systems in the form of Device-to-Device (D2D), Machineto-Machine (M2M) or other cloud-based methods of data exchange. As a
result, existing network architectures face a vast array of scalability and
performance issues to meet this ever-growing high demand.
First, the network core and cloud servers face an elevated pressure on
available resources and must scale - capacity-wise - at a rate which matches
or exceeds the demand rate which has been shown difficult. Second, latencysensitive and highly-interactive applications as in the field augmented reality
require high end-to-end Quality of Service (QoS) which is beyond the capacity
of high-Round-Trip-Time (RTT) routes to cloud data centers. Third, contextaware and event-driven mobile & sensory applications necessitate exploiting
data locality near the source. Edge and fog computing paradigms have
emerged to address these limitations by leveraging existing network resource
pools at the edge of the network and bringing utility-based computation
closer to the roaming end-user.

2

Problem Statement

With edge clouds into consideration, multiple sources of mobility emerge:
1. Services mobility: Edge-to-edge, Cloud-to-edge, Cloud-to-cloud,
Edge-to-cloud.
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2. Virtual-infrastructure mobility: VMs migrate from one host to
another, Network topologies and identifiers such as IP and MAC
addresses are constantly changing.
3. User mobility: Users change their location and roam between different edge devices at different points in time
We thusly formulate our research question as follows: In the context
of such a highly-volatile dynamic environment, how could high-fidelity
network security policies governing inter- and intra- micro-service communication be enforced, maintained and evolved accordingly?

3

Related work

Existing approaches cannot express complex context-dependent network
policies such as traffic shaping, stateful re-routing and rate limiting beyond
simple Access Control Lists (ACLs) or, firewall rules. They are further
tightly-coupled with service-discovery mechanisms that are not networkcontext aware. Some contributions shift the burden to the operator to
define the evolution of policies[1] or, impose IP addressing and allocation
constraints[2, 3]. Other mechanisms[4, 5] rely on costly network overlays
such as VXLAN & MPLS which impose a huge overhead to maintain under
the aforementioned mobility forms. Whereas, the rest require packaging
software agents that run alongside the micro-services[6, 7, 8].

4

Our approach

We extend an existing Data-center operating system (DCOS) framework and
employ our own network-aware Management and Orchestration (MANO)
mechanism to translate network security policies into NFV-chain placement
strategies close to the micro-services and use SDN to react to network
events & mobility and to re-route traffic between micro-services and their
corresponding network functions.
We use LXC to containerize our micro-services & network functions,
Apache Mesos to schedule workloads atop DCOS, Openvswitch as a soft
openflow-enabled switch and Ryu as an SDN controller. This approach
allows us to gain high-fidelity telemetry information about the network and
the services and provide a converged approach to dynamically adapt and
express security policies governing both: the network and the service-layer.
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Figure 1: Simple use-case for policy-enforcement on a single edge zone
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Distributed storage systems store data reliably using a distributed collection
of storage nodes which individually may be unreliable: a storage node or
network switch can be overloaded, a node operating system may crash,
machines can experience hardware errors or be down for maintenance [2].
The common ground of all techniques for ensuring reliability is redundancy, i.e., redundant information is added and stored to protect the source
data. In general, the more redundancy the more protection is offered to the
data. But the deluge of data impose the use of storage-efficient techniques.
Moreover the cost of refreshing the data after failures, i.e. the cost
of repair, must be considered. A number of different metrics have been
identified in the literature (e.g. [3]) to evaluate repair performance: (1) the
number of bits communicated in the network i.e. the repair bandwidth, (2)
the number of bits read i.e. the disk I/O, (3) the number of nodes that
participate in the repair process i.e. the repair locality.
Replication requires no repair as data can be read directly but entails
the highest storage overhead. To decrease such an overhead for the same
level of fault tolerance, erasure coding can be exploited (e.g. Reed-Solomon
codes [1]). Unfortunately, these codes have the worst repair locality. To
overcome this limitation (at expenses of the storage efficiency), in [4] a locally
repairable code is presented. Regenerating codes [3] achieve the optimum
in the trade-off between the data stored and the data transferred. The
construction proposed in [3] relies on random linear network coding. As a
consequence, they cannot be maintained in a systematic form (source data
in clear in the encoded data). This undermines efficiency as systematic codes
suppress decoding costs and allow direct access [5].
Briefly, there is no one-for-all coding technique but the most suitable
one depends on the particular use case.
A part of my thesis will be dedicated to the study of different coding
techniques and their evaluation in the context of the SafeCloud project [7].
In particular, as part of SafeCloud, we introduce STeP-archive [6], a
storage system for archiving coded documents. Using data entanglement
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and erasure-correcting codes, we develop a data storage architecture where
a stored document can only be deleted or modified by compromising the
integrity of other documents in the system.
The initial version of the STeP-archive is based on a systematic maximum
distance separable (MDS) code, e.g. a Reed-Solomon code. First, we will
substitute the MDS code with a locally repairable code and study the
properties of the archive. Then we will evaluate the performance with respect
to the described metrics. The work can be further extended considering
more recent coding techniques, such as the regenerating codes.
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1

Introduction

An overlay is a graph used to represent a system where nodes are seen
as edges and links between edges as connections. Overlays abstract away
physical network connections that change over time due to the dynamics of
the network. Regularly, systems are connected together to provide a more
robust functionality. For instance, a database system of stolen credit cards
could be contacted before an online purchase takes place. Overlays where
more than one system is linked leverage opportunities thanks to the use of
composed functionalities. On the contrary, interoperability between such
heterogeneous systems, which support different paradigms and technologies,
turns out into a main concern.
Problem statement. This work is focused on the definition and evaluation of interoperability and adaptation techniques for overlay-based systems.
Interoperability refers to the ability of two systems that use different protocols
to cooperate nonetheless, e.g. by using specific Middleware for translation.
Adaptation refers to the ability of a system to dynamically select at runtime
the best configuration or best protocol to use, in order to provide better
performance or to decrease resource utilization. These latter mechanisms
are typically linked to those used for interoperability.

2

Towards interoperability mechanisms in the context of MANETs and Multi-site Clouds

Our definition of interoperability and adaptation techniques has a main
focus in two contexts: broadcasting protocols for Mobile Ad hoc Networks
(MANETs) and routing of WAN links in a geo-replicated Multi-site Cloud.
Currently, our work shows that adaptive-based solutions of communication
protocols in MANETs and Multi-site Clouds show a better utilization of
network and node resources.
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Evaluation of broadcasting algorithms for MANETs. Broadcast
is a fundamental operation in Mobile Ad-Hoc Networks (MANETs). A
large variety of broadcast algorithms have been proposed. They differ in
the way message forwarding between nodes is controlled, and in the level of
information about the topology that this control requires. The choice of an
algorithm depends on its expected coverage and energy cost, which are both
impacted by the deployment context. In this work [1], we are interested in
the comprehensive comparison of the costs and effectiveness of broadcast
algorithms for MANETs depending on target environmental conditions. We
describe the results of an experimental study of five algorithms, representative
for the main design alternatives. Our study reveals that the best algorithm
for a given situation, such as a high density and a stable network, is not
necessarily the most appropriate for a different situation such as a sparse
and mobile network.
On the Impact of Indirect WAN Routing on Geo-Replicated
Storage. Communication between micro-clouds takes place on shared
and non-dedicated Internet links. Network control and optimization can
only happen at the edge. For availability and persistence, the storage of the
application data must be geo-replicated. Maintaining strong data consistency
under concurrent accesses requires delay-sensitive coherence protocols. We
evaluate [2] if the use of the network control at the edge of a European-wide
multi-site testbed, together with appropriate network monitoring, can allow
improving the performance of ZooKeeper, a strongly-consistent replicated
store. We analyze the impact on storage of variations in WAN performance,
and show how the use of traffic redirection can help reducing it.
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1

Abstract

When we talk about Genetic Algorithms (GAs) we talk about powerful
search and optimization techniques used in different areas. As a result, many
scientists could benefit from a relatively easy way to implement powerful GAs
in a high-level language but without having to compromise the performance.
There are several solutions at the moment but with some compromises which
we will discuss on the next section.
Another problem of GAs could be premature convergence to suboptimal
solutions. This situation can be solved by running the algorithm on multiple
subpopulations (islands) and every individual can be evaluated on different
systems, thus the parallel nature of GAs. Parallel Genetic Algorithms
(PGAs) are also usually faster than Sequential Genetic Algorithms (SGAs),
but not always due to network latency. [1], [2]

2

State of the art

Hadoop is widely used to process large amounts of data on distributed
systems. The MapReduce and HDFS concept which is the base of Hadoop,
could be used to run GAs. There are some frameworks that use Hadoop, but
besides the fact that they are very hard to setup, they are not very efficient.
[3]
Another good framework is DEAP [4]. It is written in Python and it
works perfectly with SCOOP and multiprocessing. It is fairly easy to use
and setup but it has some limitations: it does not use the power of GPU
and could be faster if optimized.

3

Proposed solution

Given the presented advantages and disadvantages of the solutions above,
we plan to develop a framework which is a lot easier to use without having
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to compromise the speed. The user would have to define the fitness function,
the individual structure, and choose from the already implemented selection
methods, or they could define their own function. Then the framework
would compile this functions and start running the algorithm. We would
like to add the possibility to run it over a cluster of systems, or on the GPU,
depending on the situation.
For better results we would probably implement all three general classes
of DGAs: Master-Slave Model (MSM), Coarse-grained Model (CGM) and
Fine-Grained Model (FGM).
MSM is mainly used to increase the speed of GA [5] using a single large
population, while FGM consists of one spatially-structured population. The
mating (crossover) is restricted to a small neighborhood. [6]
CGM, which is also known as the island model, would be most suitable for
the cluster of systems. Because each system would run its own subpopulation,
we would obtain a better diversity of individuals and it will result in better
solutions [7]. Only few individuals would migrate between islands, thus not
overflowing the network.
We are currently studying how to convert the Python code to run on
GPUs using CUDA. Some NVIDIA GPUs have hundreds to thousands of
CUDA cores, therefore we should be able to evaluate multiple individuals in
parallel and improve the speed. Research shows that using the GPU instead
of the CPU yielded significant increase in processing speed from 2x up to
2500x [8] [9] [10] , while other studies have found that there is a decrease up
to 10x. [11]
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1

Introduction

With multi-core systems becoming ubiquitous in the last few years, lightweight
synchronization and efficient garbage collection are more and more demanded
in the design of any managed environment, such as Java. All Java garbage
collectors (GCs) need to block all the application threads (stop the world)
during collection. This can result in significant pauses, having a considerable
impact on the application performance: the application can spend up to
60% of its execution time waiting for the GC to collect [1].
We aim to design an efficient pauseless garbage collector in Java. One
essential difference from the existing Java GCs is the synchronization of
the application threads with the GC threads, using hardware transactional
memory (HTM). The idea is to replace the complex lock-based synchronization with a lightweight mechanism, that optimistically assumes there are no
conflicts and allows the application to proceed while the GC is collecting.

2

Algorithm Overview

We added the HTM support on the application side, namely in the access
barriers that protect the load and store operations. The goal of these
transactional barriers is to allow application threads to access an object
concurrently with the GC only when it is safe to do so, or retry later
otherwise. We implemented transactional access barriers on top of the Java’s
low-pause concurrent collector, the ConcurrentMarkSweep GC.
However, having barriers for all the load and store operations led to considerable overheads, unacceptable in practice. We incrementally optimized
the transactional barriers as follows: first, we only inserted read-barriers
for volatile reads, thus greatly reducing their occurence (this approach
is in line with the Java memory model). Nonetheless, this still resulted
in overheads over 20% for most tests, going up to over 100% overhead in
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Figure 1: Estimated CPU time for a transactional GC with selective barriers.
some cases. Second, we devised selective transactional barriers. Their
purpose is to select a particular path depending on the state of the GC: a
slow path, with transactional barriers, if the GC is running; or a fast path,
without transactions, otherwise. Basically, this approach confines the use
of transactions to the concurrent portions of the execution, where they are
absolutely necessary for a correct and consistent outcome.

3

Improvement Prediction

A full implementation of the transactional GC requires all the blocking
synchronization to be removed. Before embarking on this heavy task, we
focused on verifying whether employing such a GC would be feasible in
practice. We tested on the DaCapo benchmark suite and on the Cassandra
database server. Based on the statistics we gathered (in terms of CPU time,
GC pauses, number of transactions, transaction latency), we estimated the
CPU time of a fully-concurrent GC with selective barriers. In short, we
compute our prediction by replacing the GC stop-the-world time with the
estimated time on the slow path, while avoiding to count the new slow path
accesses on the fast path as well. We illustrate the estimated result in Figure 1.
The predicted CPU time is comparable with the original implementation
using CMS. This suggests that the performance of a transactional GC
enhanced with selective barriers would be on par with that of state-of-the-art
GCs, while also eliminating most of the stop-the-world pauses.
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1

Introduction

Since its creation in [1] and after gaining popularity from [2] through the
w ord2vec framework, the technique of using word embeddings for NLP tasks
has proven itself to be very successfull.
Nowadays, for allmost all of the NLP tasks the default technique is the
process of learning distributed word embeddings from various text corpora
and then passing the learned embeddings through a neural network in order
to optimize a certain cost function.

2

Motivation

When it comes to deciding upon the number of dimensions for the vector
space of word embeddings to be learned, there are mostly two approaches:
• the number of dimensions is constrained by the system architecture
like in [3] or,
• the number of dimensions is decided by an educated guess.
Alongside the problem of vector space dimensionality there is the problem
of application/task domain for which the embeddings have to be learned,
namely the learned embeddings suffer from the following problems:
• the domain is specific for the task at hand due to the emphasis on
task-related features
• conversely - the number of features represented is restricted/constrained
by the number of dimensions
• there is no domain reuse - the embeddings learned for the task at hand
cannot be used for other tasks which seem similar to a human
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Furthermore, when discussing about vector spaces which embedd features
of natural language words or syntagms out of sheer human curiosity we ask
ourselves:
• How many dimensions the vector space has to have in order to embedd
all the features that a specific natural language (in this case Romanian)
has for its tokens?
• If such number of dimensions exists, how can it be calculated?

3

Method

To determine the optimal number of dimensions for a general-purpose corpus
of word embeddings let’s consider each NLP task as a tupe of the form
(T, ST ) where T is the NLP task and ST is the associated embedding space
with its number of dimensions written as ||ST ||.
Having for each task T Dict the dictionary of the corpus on which the
task operates, Synonyms(w) = s1W , . . . , sm
W as the set of synonyms of word
w an improvement in dimensionality is considered
dn (w, siw ) > dn+1 (w, siw )
where dk (w, siw ) is the distance metric between word w and its ith synonym
siw in a vector space of dimensionality n.
Under this assumption the optimal number of dimensions N can be
calculated such that: ∀w ∈ Dict, ∀siw ∈ Synonyms(w)∃N > 0, ∀n < N
dN (w, siw ) < dn (w, siW )

and ∀j > 0
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1

SCONE and Fast FIFO Queue

Cloud computing services are increasingly used to store and process confidential and private data. However, cloud environment can not be considered
trusted due to the complex software stacks of operating systems, hypervisors, cloud management software, and user applications. Trusted execution
environments can be used to remove significant parts of the systems software
from the Trusted Computing Base, improving the security of the cloud
services.
Typically, the software running inside the TEE has limited access to the
services of the operating system and is subject to various restrictions. This
makes it hard to support running native applications inside the TEE. Haven
[1] solves this problem for Intel SGX [2] as TEE technology and Windows
API using the library OS inside the SGX enclave. We have attempted solving
this problem with Intel SGX and POSIX.
Our approach (SCONE [3]) is based on the modified musl-libc library,
and has the following fundamental components: (1) asynchronous system
calls, (2) user-level scheduling, and (3) in-enclave memory management.
As the trap-based system calls are forbidden inside the enclave, and the
enclave exits and entries have a big cost due to the TLB flushes and security
checks, we have used asynchronous system calls. The threads inside the
enclave run userspace thread schedulers; the system call threads execute
system calls outside the enclave. The system call submission happened
via a concurrent MPMC queue: the user-level thread copies all system
call arguments and memory buffers in case of pointer arguments to the
unprotected memory, and enqueues the pointer to the argument structure to
the queue. The system call threads periodically check this queue, dequeue
the system call arguments and execute the system calls, putting return values
into the return queue.
This scheme had limited scalability in the presence of many short system
calls, like clock gettime. To improve performance, we have replaced the
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single MPMC queue with multiple SPSC queues [4], one per each enclave
thread. This has allowed us to increase the possible system call rates.

2

Slick: Secure Middleboxes using Shielded Execution

Cloud computing offers the economies of scale for computational resources
with the ease of management, elasticity, and fault tolerance. To take advantage of these benefits, many enterprises are contemplating to outsource
the middlebox processing services in the cloud. However, middleboxes that
process confidential and private data cannot be securely deployed in the
untrusted environment of the (edge) cloud.
To securely outsource middleboxes to the cloud, the state-of-the-art systems advocate network processing over the encrypted traffic. Unfortunately,
these systems support only restrictive middlebox functionalities, and incur
prohibitively high overheads due to the complex computations involved over
the encrypted traffic.
This motivated the design of Slick—a secure middlebox framework for
deploying high-performance Network Functions (NFs) on untrusted commodity servers. Slick exposes a generic interface based on Click to design
and implement a wide-range of NFs using its out-of-the box elements and
C++ extensions. Slick leverages SCONE (a shielded execution framework
based on Intel SGX) and Intel DPDK to securely process confidential data
at line rate.
More specifically, Slick provides hardware-assisted memory protection,
and configuration and attestation service for seamless and verifiable deployment of middleboxes.
We have also added several new features for commonly required functionalities: new specialized Click elements for secure packet processing, secure
shared memory packet transfer for NFs chaining, secure state persistence,
an efficient on-NIC timer for SGX enclaves, and memory safety against
DPDK-specific Iago attacks. Furthermore, we have implemented several
SGX-specific optimizations in Slick. Our evaluation shows that Slick achieves
near-native throughput and latency.
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1

Introduction

Motivation. Intel SGX has the potential to significantly reduce the attack
surface of the existing microservice applications. However, unifying the
interfaces of legacy software, the orchestration requirements, the different
threat model of SGX [3] with minimal migration effort, low performance
overhead and good usability proves to be challenging. Previous works, such
as SCONE [2] and Graphene-SGX [1], have shown the feasibility of running
unmodified source code within SGX enclaves. However, in these systems
bootstrapping trust into applications is a manual task. Therefore, they can
not be used in an automatically orchestrated cloud environment. In this
work, we overcome this limitation by providing a new mechanism to provision
application secrets. Our approach allows the service provider to protect their
cloud-native applications with SGX using SCONE and a familiar deployment
and orchestration workflow based on Docker.
Challenges. The Intel SGX computation model presents two challenges
for automated orchestration. (1) It contradicts the “fire-and-forget” starting
of legacy applications since enclaves can only acquire secrets after they are
started and attested. (2) It decreases throughput and availability considering
that service providers have to rely on the Intel Attestation Service (IAS) to
verify quotes received during the remote attestation.

2

Our Approach

Solution. To solve these challenges we introduce a Configuration and
Attestation Service (CAS) that maintains the user supplied application
secrets (i.e. program arguments and environment variable) associated with
enclaves that are permitted to receive them. We modified the enclaves
startup routine to conduct remote attestation with CAS and request secrets
before the actual program is executed with the secrets made available through
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Figure 1: Evaluation of the system with minimal enclaves

the legacy interfaces. This approach allows us to delegate the orchestration
to an unmodified Docker Swarm cluster. We decouple the application’s
availability from IAS by employing our own locally verifiable attestation
scheme.
Result. After an initial attestation, the communication with IAS becomes obsolete reducing the startup latency by an order of magnitude from
280 ms to 15 ms (see Figure 1a). At the same time, the achievable startup
throughput compared to the IAS attestation is greatly increased nearly
matching SGX without attestation (see Figure 1b).
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1

Introduction

Cloud computing has become so ubiquitous nowadays that even such highly
sensitive domains as banking and health care are starting to outsource their
computations to remote data centers. It puts the clients of these companies
into a great danger because it forces them to trust not only the company
they are using, but also the cloud provider. And there is a high chance that
the trust will be violated considering that the potential profit from exploits
is significant in these domains. It also simplifies life for outside attackers
as now they can get into the victim’s physical machine by renting a cloud
instance.
In an attempt to solve this problem, Intel released a new ISA extension—
Intel SGX [7]. Intel SGX protects software from its own execution environment including hypervisor, OS, and neighboring malicious software. Yet,
it is not perfect. Intel SGX has been proven to be vulnerable to multiple
attack types such as rollback attacks [3], attacks on open interfaces [5], and
side-channel attacks [10]. In this work, we concentrate only on the later
ones.
Existing solutions for defending against side-channel attacks either rely
on a trusted OS or require manual changes in the application. The later
is infeasible for large real-world applications—it is virtually impossible to
find and fix all the existing side-channels in a large code base. The former
cannot be applied to the cloud environment as the OS may be compromised.
In this paper, we present a side-channel mitigation technique that assumes
a malicious OS and provides protection for several layers of the memory
stack (although we primarily concentrate on CPU caches and virtual memory
management). The resulting implementation is expected to impose minimal
runtime overhead while requiring no code changes.
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2

Side-channel attacks

In a side-channel attack an adversary derives secret information (e.g., cryptographic keys) from the externally visible properties of an application. Almost
any aspect of the application’s behavior can act as a channel, ranging from
its power consumption to the load on the memory bus. Although most of
the attacks provide only a narrow channel, recovering a few hundreds bytes
per second, they are still very powerful as they can bypass the protection
mechanisms such as ASLR [8], Intel SGX [10], and even isolation provided
by the virtual machines [12].
In the past, these attacks were primarily neglected as they required close
physical proximity to the victim’s device. They moved into the spotlight only
in the latest decade after the publication of a series of remote side-channel
attacks [9]. Remote attacks have a much weaker adversary model—the
offending process must be running on the same physical machine like the
victim1 . In a public cloud environment it can be achieved by spawning lots
of instances and probing for co-location, which means that no physical assess
is required. It makes the attack much simpler, cheaper, and consequently,
more practical.
Since the publication of the first remote attacks, numerous improvements
and alternatives were developed (for an extensive discussion, refer to [11]). In
this work, however, we concentrate only on one class—access-driven attacks
[6]. They represent a scenario when the adversary runs an offending process
on the same physical machine like the victim and retrieves information by
observing a shared physical resource, such as a CPU cache, a memory bus,
or a DRAM row buffer.
As of the attack target, we focus mainly on CPU caches and page tables.
They are not the only available options—many other targets have been
previously exploited too, including execution units [1], branch predictor and
target buffers [2], memory buses.
Cache attacks. CPU caches represent the most attractive target for sidechannel attacks as they cause an easily distinguishable timing difference
between the first access to a memory address and the following ones. Considering that CPU caches are shared among processes, it allows the attacker
to indirectly observe memory access patters of the victim application.
Most of the existing cache attacks are based on one of the following
strategies: Evict+Time, Prime+Probe, or Flush+Reload.
1

Some go even further and use public interfaces as side-channels [4]. Yet, these channels
are hard to protect on the system level and require changes in the application itself .
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Evict+Time attacks exploit the fact that in many applications the
overall number of cache misses depends on the workload. For example,
some implementations of the AES encryption algorithm have key-dependent
patterns of cache misses. Accordingly, the execution time also varies and
the adversary can retrieve the key by measuring response times for a set of
carefully-crafted plain texts. This vulnerability, however, is usually fixed
on per-application basis as providing a constant response time on a system
level is virtually impossible.
Prime+Probe attacks work directly with the cache. The offending process
fills all the cache sets that correspond to a targeted memory region and
lets the victim run for a short period of time. Then it wakes up again and
measures how much time it takes to access each of the cache sets. Those sets
that were used by the victim during this period are evicted from the cache
now and it will take longer to access them. After repeating this procedure
through the whole runtime of the victim the adversary can learn its complete
memory access pattern with the granularity of a cache set. Prime+Probe
attacks became widely spread because of the minimal assumptions on the
adversary and high flexibility—there are attacks on both L1/L2 caches [9]
and on LLC [8].
An opposite direction is taken by the more recent Flush+Reload attacks.
For this class, the foremost assumption is the presence of a shared physical
memory region, either in a form of a shared library or of de-duplicated
memory pages. The offending process can then flush the targeted memory
region in its own virtual address space and it will also be flushed for the
victim. Similar to Prime+Probe, the attacker lets the victim run for some
time, wakes up, and measures access times. For Flush+Reload, the analysis
will be inverted—shorter access time would mean that the address was in
use. Although the assumption of shared memory is sometimes hard to fulfill,
these attacks can be more precise than Prime+Probe because they work on
the granularity of a cache line instead of a cache set.

3

Future Work

Currently, we are designing the architecture of Varys. We seek to implement
a toolkit that protects an application against side channel attacks focusing
on CPU caches and page tables. Our solution will be based on Intel SGX,
which allows us to consider an advanced threat model. Besides the side
channel protection, the software executed with Varys will also be protected
against its execution environment including a potential malicious operating
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system.
At its core, Varys will be designed to constantly monitor the collocation
of an application’s threads on CPU cores to ensure that malicious software is
restricted from the mounting cache based side channel attacks. Thus, hardware resources will be used solely by the protected application, mitigation
attacks through shared resources.
We will evaluate Varys using existing implementations of working side
channel attacks. After showing that an attack can successfully be executed
we will repeat the attack on an application protected by Varys to showcase
the successful attack mitigation.
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With the growth of cloud computing, much attention has been paid
to the assurance of privacy and security in distributed systems. This is a
natural concern to the companies that want to rely on off-site datacenters
which operate within different administrative domains. The use of hardware
enhanced protection through trusted execution environments (TEE) has
gained prominence with the release of Intel software guard extensions (SGX)
in late 2015. Differently from the previous technologies, Intel SGX comes
along commodity hardware manufactured by the company, which is the
market leader in the domain of processors for servers and personal computers.
This suggests that such extension will be widely available for use by major
infrastructure providers in the near future.
To explore this new technology, we experimented it upon the wellestablished publish/subscribe communication model. Such paradigm allows
for the asynchronous exchange of messages among large sets of geographically
distributed nodes. Our privacy preserving system, called secure content-based
routing (SCBR) [1], shields the matching step between publications and
subscriptions inside secure enclaves. Having set the communication infrastructure, we moved forward to batch processing of data with Map/Reduce [2]
and stream processing of events [3]. Both systems relay the processing step
to interpreters of the Lua scripting language. They were adapted accordingly
to run inside the hardware protected environment, therefore assuring the
privacy of computations. All these services were developed within the context
of the SecureCloud project [4].
In such highly sensitive applications, the establishment of trust and
secrets exchange is of paramount importance. Until now, although using
encryption for communication up to secured endpoints, we ignored the
orthogonal problem of attestation and key establishment by not checking
any credentials and assuming the pre-existence of secure shared keys inside
the enclaves. This means that sensitive data could potentially be delivered
to counterfeited enclaves, albeit encrypted outside the secure environment.
To tackle this issue, SGX provides an attestation mechanism to ensure that
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a trustworthy code runs on a genuine SGX capable processor. Only after
such a procedure, enclaves should be able to receive sensitive information.
Next steps of this research project will investigate these problems, along
with the establishment of keys for group communication, both for temporary
sessions and long lasting states.
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1

Introduction

Middleboxes constitute part of the backbone of today’s enterprise networks.
They implement a diverse set of functions related to security (firewall,
intrusion detection system), performance (caching, load balancing), and
traffic engineering (traffic shaping).
The current best practice is to deploy middleboxes centrally as part of
an enterprise network. However, the infrastructure and management costs
are sizeable. In response, some recent papers have proposed to outsource
middleboxes to cloud infrastructure [3]. This reduces maintenance efforts and
costs, but it means that critical network functions are deployed externally
and sensitive network traffic is redirected off-site, introducing potential
security risks. Furthermore, it introduces one or more hops on the path to
the external networks.
Instead, we propose a new decentralised deployment approach in which
middlebox functions are placed on end-user client machines. In this way,
they can exploit the potentially idle resources of the client machines. A
decentralised deployment model for middleboxes raises new challenges: it
requires clients to be trusted to execute middlebox functions faithfully.
Nowadays, employees access enterprise networks using their own machines
on which they possess administrative privileges. In addition, their machines
might be vulnerable to malicious software that may circumvent client-side
middlebox functions.

2

Our contribution

Our contribution is EndBox [1], a new system for the trusted execution of
middlebox functions on client machines. The design of EndBox integrates
a Virtual Private Network client (OpenVPN) that is used to access the
enterprise network from a potentially untrusted network, with support for
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the execution of trusted middlebox functions through the Click software
router [2]. All traffic between the client and the enterprise network is passed
through EndBox, which ensures that middlebox functions are executed
on the client machine. The middlebox functions are guarded by trusted
hardware features available in modern CPUs. EndBox uses Intel Software
Guard Extensions to enforce its use when clients communicate with an
enterprise network and to protect the integrity of the middlebox functions.
It can also handle and analyse TLS encrypted network traffic by exploiting
its trusted execution model, without compromising the security guarantees
offered by TLS. Despite its decentralised deployment model, middlebox
functions executed by EndBox can be securely, rapidly and seamlessly
reconfigured. EndBox supports in-band control messages that announce
and enforce that configuration updates to middlebox functions are always
applied.

3

Results

We evaluated EndBox by comparing it to centralised deployments of common middlebox functions, such as intrusion detection, firewalling and traffic
shaping. We showed that EndBox achieves up to 10× higher throughput,
scales linearly with the number of clients and incurs negligible overhead.
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