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1. Scientific seminars
Eight scientific seminars were organized during the third year of the project at the site of UAIC, including presentations given by staff members and PhD students of UNINE, TUD and UCL partners. As in the
previous two years, the seminars addressed a variety of topics related with the technical field of the
project as well as correlated areas of interest. The seminars were publicized in the host institution to
department staff and students mailing lists, having attendees from both categories. The focus was,
however, mostly set on advanced research topics targeting especially the academic personnel and senior students. We enumerate in what follows the seminars organized in the 3rd project year. The only
minor change compared to the initial planning was a switch between UNINE and UCL with respect to
two seminars to be included as part of T1.1 (scalability) and T1.3 (security). Given that UCL had the
opportunity to present an additional topic of interest that fit more to the scalability area than security,
it was preferred to have the second seminar by UCL as part of this task. This was switched in the seminars of task T1.3 with a topic proposed by UNINE that integrated better to the range of seminars
focused on security. As in previous deliverables associated to this work package (D2.1 and D2.2), we
provide the abstract of the presentations that were provided by the seminar speakers. As before, we
categorize the seminars according to the work package tasks that correspond to the project directions
– event based systems scalability, dependability and security, although the majority of the talks touch
subjects that address more than one of these directions.

1.1

Scientific seminars targeting scalability aspects (corresponding to Task T2.1)

Measuring the Impact of Indirect WAN Routing for Geo-Replicated Storage on European MicroClouds
Prof. Etienne Rivière (Université Catholique de Louvain)
Date: May 9th, 2018
Abstract: Micro-clouds infrastructures allow supporting applications on local and energy-efficient resources. Communication between micro-clouds takes place however on shared and non-dedicated Internet links: this means network control and optimization can only happen at the edge. At the same
time, for availability and persistence, the storage of application data running on micro-clouds must be
geo-replicated. Maintaining strong data consistency under concurrent accesses requires delay-sensitive coherence protocols, linking the performance of the storage to that of the network between micro-clouds. I will present an evaluation of the use of network control at the edge of a European-wide
multi-site testbed, together with appropriate network monitoring, and show how it can allow improving the performance of ZooKeeper, a strongly-consistent replicated store. Our approach leverages the
indirect routing of coherence protocol traffic in the presence of network triangle equality violations.
We analyze the impact on storage of variations in WAN performance, and show how the use of traffic
redirection can help reducing it.
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Figure 1 Measuring the Impact of Indirect WAN Routing for Geo-Replicated Storage on European
Micro-Clouds – Scientific Seminar at UAIC

Uncore Frequency Impact on Performances and Energy Consumption
Rémi Dulong (Université de Neuchâtel)
Date: November 22nd, 2018
Abstract: Since the beginning of the history of computing, global computing capacity has grown exponentially over time. Today, we are able to run many really demanding applications, ranging from neural
networks training to realistic simulations of chaotic systems. However, constant improvement of our
computers and supercomputers has a worrying side effect. Indeed, the power needed to perform all
these computations has also never been as high as today. In a world where energy will become more
and more precious and expensive, High Performance Computing must be energetically optimized as
much as possible. The energy consumption is now one of the multiple parameters that has to be considerate by hardware manufacturers. As the processor can be one of the most consuming component
inside a computer, new architectures and features about energy monitoring appeared. Now, on most
of recent processor architectures, the working frequency of each CPU core is independent, and all
other components outside these CPU cores are associated to a new frequency, called “Uncore frequency”. This talk is about our research on the impact of this Uncore frequency onto processors performances and energy consumption. We tried to show how this frequency can be modified in order to
get a good trade-off between these two measures. Then, we managed to find if the type of application
used could alter the impact of Uncore frequency changes. We will show that for some applications, we
managed to reduce the socket energy consumption by 16% with absolutely no overhead on the execution time of the application.
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Taming Tail Latencies in Key-Value Stores under Heterogeneous Workloads
Vikas Jaiman (Université Catholique de Louvain)
Date: November 23rd, 2018
Abstract: Avoiding latency variability in distributed storage systems is challenging. Even in well-provisioned systems, factors such as the contention on shared resources or the unbalanced load between
servers affect the latencies of requests and in particular the tail (95th and 99th percentile) of their
distribution. This tail latency problem may have a dramatic impact on overall system performance.
One effective counter measure for reducing tail latency in key-value stores is to provide efficient replica selection algorithms. However, existing solutions are based on the assumption that all requests
have almost the same execution time. This is not true for real workloads. This mismatch leads to increased latencies for requests with short execution time that get scheduled behind requests with large
execution times. We propose Héron, a replica selection algorithm that supports workloads with heterogeneous request execution times. We evaluate Héron in a cluster of machines using a synthetic dataset inspired from the Facebook dataset as well as two real datasets from Flickr and WikiMedia. Our
results show that Héron outperforms state-of-the-art algorithms by reducing both median and tail latency by up to 41%.

1.2

Scientific seminars targeting dependability aspects (corresponding to Task T2.2)

Symbolic Execution: Revisiting the Solver Chain
Martin Nowack (TU Dresden)
Date: March 22nd, 2018
Abstract: KLEE is a state-of-the-art symbolic execution engine that applies a set of optimizations including different simplification steps (expression simplification, independence calculation) and caching
(simple validity caching, counterexample caching) before it calls the solver. In the original paper, this
had a tremendous impact on the solving process. We want to present a closer look into the solver
chain analyzing the impact of the chain in different scenarios. We will present a detailed performance
analysis of the coreutils benchmark. Starting from there, we propose different optimizations and additional caching strategies and show how they can lead to potential performance improvements.
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Figure 2 Symbolic Execution: Revisiting the Solver Chain - Scientific Seminar at UAIC
Erasure Coding for Distributed Storage Systems
Roberta Barbi (Université de Neuchâtel)
Date: November 23rd, 2018
Abstract: A huge quantity of data is generated and stored every day. Preeminent examples are the 300
million photos that get daily uploaded to Facebook or the 156 million emails sent every minute, just
think that almost 90% of the data in the world was generated in the last 2 years. Such data do not
settle in the user's machine: they are hosted in data centers which must be able to serve them upon
request. Hence, a paramount property for distributed storage systems is reliability, which can be insured carefully introducing redundancy in the system to be able to tolerate adverse situations. To this
aim, erasure coding techniques optimizing the storage overhead - fault tolerance tradeoff have been
used in production systems for many years. Only recently, the winds of change have begun to blow,
e.g. a local reconstruction code has been introduced in Microsoft Azure in 2012, creating wide space
to a number of erasure coding techniques studied during the last 10/20 years. Indeed, more metrics
other than fault tolerance and storage overhead are now considered, e.g., repair bandwidth, disk I/O,
repair locality, together with encoding and decoding performance. As it is not possible to optimize all
of them at the same time, the optimal code depends on the particular application. In this talk, we focus
on the understanding of the different metrics to evaluate erasure codes and how they affect the usecase of storage systems. Then, we study how to introduce data entanglement on top of the coding
technique to enhance desirable properties of the resulting system.
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Scientific seminars targeting security aspects (corresponding to Task T2.3)

Trusted Execution Environments for Privacy-preserving Cloud Applications
Prof. Pascal Felber (Université de Neuchâtel)
Date: March 21st, 2018
Abstract: In this talk, we will give an overview of popular trusted execution environments (TEEs), with
special emphasis on Intel's SGX, and we will describe how they can be exploited for implementing
privacy-preserving operations in the Cloud that are both secure and efficient. We will discuss their
main benefits and limitations, and we will present some of the recent systems that have been developed on top of them.

Figure 3 Trusted Execution Environments for Privacy-preserving Cloud Applications – Scientific
Seminar at UAIC
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SCONE: Secure Container Technology & Secrets Management - Tutorial within EDCC 2018 conference
Dr. André Martin (TU Dresden)
Date: September 11th, 2018
Abstract: The main aim of SCONE is to make securing your application and secrets as easy as possible
using modern Trusted Execution environments. Switching to SCONE is simple since applications do not
need to be modified. Moreover, we provide a tight integration with Docker Swarm and in the near
future with Kubernetes. SCONE provides applications with secrets in a secure fashion:
 secure configuration files and transparent injections of secrets
 secure environment variables
 secure command line arguments
SCONE provides a local attestation and configuration service: this service provides only the code with
the correct signature (hash of code and data) with its secrets. SCONE helps to protect applications
against:
 adversaries - even those who have already gained root access,
 the operating system - even if compromised,
 the hypervisor - even if compromised, and
 the cloud provider, and
 evil maids - despite having physical access to the host.
In this tutorial, we provide hands on examples on how to use SCONE.
PubSub-SGX: Exploiting Trusted Execution Environments for Privacy-Preserving Publish/Subscribe
Systems
Dr. Valerio Schiavoni (Université de Neuchâtel)
Date: November 22nd, 2018
Abstract: This talk presents PubSub-SGX, a content-based publish-subscribe system that exploits
trusted execution environments (TEEs), such as Intel SGX, to guarantee confidentiality and integrity of
data as well as anonymity and privacy of publishers and subscribers. We describe the technical details
of our Python implementation, as well as the required system support introduced to deploy our system
in a container-based runtime. Our evaluation results show that our approach is sound, while at the
same time highlighting the performance and scalability trade-offs. In particular, by supporting just-intime compilation inside of TEEs, Python programs inside of TEEs are in general faster than when executed natively using standard CPython. This paper was recently presented at 2018 IEEE 37th International Symposium on Reliable Distributed Systems (SRDS'18).
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Figure 4 PubSub-SGX: Exploiting Trusted Execution Environments for Privacy-Preserving Publish/Subscribe Systems – Scientific Seminar at UAIC
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2. Advanced specialization sessions in the consortium
One advanced specialization session was organized as part of Task T2.4 at the site of UCL, the new
consortium partner, in the third year of the project. This followed a similar organization structure as in
the previous years, by involving multiple UAIC researchers over a shorter period of time. The form that
was preferred was organizing a series of joined seminar sessions between UAIC and UCL members,
which provided the opportunity of getting acquainted with the research directions of the various staff
in the two institutions. This was followed by individual meetings between researchers for discussing
common themes of interest and possible future collaborations. These included also meetings with researchers in UCL working on complementary topics such as natural language processing. Five staff
members and two PhD students were part of the UAIC delegation. We detail in the following the
agenda of the joined seminar sessions.

2.1

Joined UCL-UAIC seminar sessions

Three seminar sessions were organized as part of the advanced specialization visit of the UAIC delegation to UCL, covering three different areas of interest, including seven presentations given by UAIC
members and five given by UCL members. In addition a keynote talk was invited from University of
Namur (Belgium). The complete agenda was the following:
Keynote talk: Maxime Cordy, University of Namur - Automations for Variability-Intensive Systems
Data Mining Session:
 Siegfried Nijssen (UCL): Constraint Programming for Data Mining
 Diana Trandabăț (UAIC): Building Knowledge Resources from Social Media Using Semantic
Roles
 Petru Rebeja (UAIC): Deep Learning for Semantic Text Similarity
 Mihaela Breabăn (UAIC): Entropy Gains for Decision Tree Induction
Networks Session:
 Adrian Iftene (UAIC): Scalable System for Opinion Mining on Twitter data. Dynamic Visualization for Data Related to Refugees' Crisis and to Terrorist Attacks
 Quentin De Coninck (UCL): Multipath Transport Protocols for Mobile Devices
 Cristian Hristea (UAIC): Developing RFID Authentication Protocols with PUFs
 Genc Tato (UCL): Edge-Core Deployments of Microservices Applications
Formal Methods and Security Session:
 Andrei Arusoaie (UAIC): Language-Parametric Program Verification
 Christophe Limbrée (UCL): Verification of Safety Properties on Railway Interlocking System
 Edouard Cuvelier (UCL): Astres - a Cryptographic Voting Prototype
 Adrian Iftene (UAIC): The PrivateSky Project
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3. External specialization and networking sessions
Seven external events were attended in the third project year by four PhD students and three of the
senior researchers of UAIC, the coordinating institution. One senior researcher of TUD was also present
at one of these events. As in previous years, the attended events were scientific conferences where in
most cases the attendees also disseminated new results related to the technical area of the project. In
line with task T2.5, the participation provided the opportunity for attendees to find out about latest
research advancements and also to increase networking. This activity was also of importance in the
context of task T4.2 in respect to undertaken exploitation, such as initiating application to new grants.
In what follows, we present a summary of the participation in each of the attended events. As in previous deliverables D2.1 and D2.2, the descriptions are directly based on the reports provided by the
attendees.

3.1
The 34th IEEE International Conference on Data Engineering – Paris, France, April
16-19, 2018
The IEEE International Conference on Data Engineering is a leading forum for researchers, practitioners, developers and users interested in designing, building, managing, and evaluating advanced data
systems and applications. The 2018 edition hosted a total of 6 keynotes, 6 tutorials, 1 panel session,
lightning talks and 30 sessions dedicated to research papers, industrial applications and demos. Several
tutorials and many of the conference sessions were strongly connected to the subject of the EBSIS
twinning project, dealing with Streams and Sensor Networks, Cloud Computing, Big Data and DataWarehousing System Architectures, Data Integration, Metadata Management and Interoperability,
Temporal, Uncertain and Probabilistic Data. One senior researcher of UAIC attended the event. We
summarize in the following the main sessions of interest.
Tutorial on Sorting in Space and Words
The tutorial offered an overview of hierarchical spatial data structures and algorithms that use them.
An efficient representation and manipulation of spatial data refers to the ability to store them in a
database and to quickly retrieve them, which involves search and implicitly sorting. Hierarchical representations of points, lines, collections of small rectangles and regions were presented. For region
data, the dimension reduction property of the region quadtree and octree, and the way to navigate
between nodes in the same tree were described. For non-region data it was pointed out how these
data structures can be used to find nearest neighbors (how to do it in an incremental way, the number
of objects being not known in advance). The advantages and pitfalls of processing textually specified
spatial data were also discussed.
Parts of the tutorial will serve as basis for a lecture on hierarchical spatial data structures within the
Experimental Analysis of Algorithms course taught at the master of Combinatorial Optimization studies. The lecture is designed as an addition to lecture 3: Selected design issue which treats the algorithm
design task of Algorithm Engineering. The Scalability section from lecture 3 mentions some of these
data structures, without being detailed. The new lecture would explore fundamental data structures
on spatial data and will emphasize the paradigms and the trade-offs like time-space or theory-practice.
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Tutorial on Online Temporal Analysis of Complex Systems using IoT Data Sensing
With the increasing availability of IoT (Internet-of-Things) data, the online temporal analysis needs
automated and data-driven solutions. The tutorial provided an overview of the existing research of
temporal analysis for online monitoring and improvement of complex systems. Approaches to answer
online temporal queries using sensor data were discussed. Two complementary viewpoints were explored: operations management and machine learning. A real-world case study in the healthcare domain was presented.
Tutorial on Machine Learning to Data Management: A Round Trip
Machine learning (ML) techniques have a dramatical impact on data management tasks. The goal of
the tutorial was to offer a review of machine learning applications to specific areas of data management like data curation, data integration, querying and database tuning. In the first part of the tutorial,
machine learning techniques for data curation were analyzed. Machine learning techniques for entity
resolution, deduplication, entity matching were presented. In the ML-based repairing subsection,
semi-automatic techniques for pattern enforcement, value update (to satisfy a set of rules/constraints), value imputation and data fusion were mentioned. The tutorial summarized next the most
relevant studies for data fusion. In the second part, ML techniques for data integration and querying
and system-oriented data management tasks were discussed. An overview of open research problems
and some directions for cross-fertilization between machine learning and data bases were given at the
end of each part of the tutorial.
The tutorial Blockchains and Databases: A New Era in Distributed Computing addressed blockchain,
a popular technology for use in pubic of private (permissioned) environments. Blockchain is the underlying technology of the permissionless or public Bitcoin network. Some of the application areas where
the blockchain technology is used are: smart contracts, food safety, logistics, supply chain management, derivatives processing and provenance management, etc. The tutorial presented the origins of
blockchain, some related distributed systems/databases topics, the evolution of blockchain technology, some examples of applications, some architectural choices and relationship to database replication and futuristic topics.
The research sessions “Lightning Talks”, “Temporal, Spatial, Mobile and Multimedia Data”, “Scalable
Analytics, Graph, RDF, Web Data and Social Networks”, “Modern Hardware and In-Memory Database Systems” and “Data Mining and Knowledge Discovery” featured interesting topics related to the
EBSIS subjects, like realtime indexing and temporal range query processing over massive data streams,
scalable management and analysis of very large sequence collections, graph similarity search, recovering of missing values for very large-scale real-world datasets.
Several papers provided new ideas to extend previous research conducted for the DNA Word Design
problem. The problem can be modeled as a maximum independent set problem but the resulted graphs
are very large. The paper “Efficient Computation of A Near-Maximum Independent Set Over Evolving
Graphs” proposes an efficient way to compute a near-maximum independent set over evolving graphs.
A related topic to research conducted in UAIC - on mining dense subgraphs on multi-layer graphs - is
presented in “Diversified Coherent Core Search on Multi-Layer Graphs”. The paper “An Efficient Probabilistic Approach for Graph Similarity Search” proposes an efficient probabilistic approach to the
graph similarity search problem.
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Several keynotes provided inspiring insights into the world of Databases and Big Data Analytics. The
importance of understanding data was highlighted in the tutorial “Data and Data Science in Enterprise
Evolution: Some Technical Challenges and Beyond”. Beng Chin Ooi presented several data science challenges in the context of enterprise evolution, including data integration, platforms and data products.
Several of the author’s ideas fit very well in the courses on Experimental Analysis of Algorithms. The
presentation entitled “Human Factors in Data Science” focused on the role of humans and user data
in data science. Michael Stonebraker presented in his talk "My Top Ten Fears about the DBMS Field"
the threats facing the academic society through the increase of the number of papers, not necessarily
all valuable (because the need of the authors to divide the ideas into units). In the talk "The An NVM
Carol: Visions of NVM Past, Present, and Future", Margo I. Seltzer reviewed the non-volatile memory
technologies and their impact on systems. Another interesting talk approached the parallelization of
complex algorithms within the Python data analytics stack by introducing Dask, a library for dynamic
distributed task scheduling.
To conclude, attending the ICDE conference offered the opportunity to stay up-to-date with the latest
research directions into the areas of Event Based Systems and Big Data Analytics and brought new
important insights into these fields, which will serve to enrich and update the content of existing
courses and to extend the research directions at UAIC.

The 37th IACR EuroCrypt conference – Tel Aviv, Israel, April 29-May 3, 2018

3.2

The annual EuroCrypt conference was attended by two PhD students of UAIC, both conducting research on cryptography topics, one of the areas of interest in the EBSIS project. The students attended
both the conference as well as a collocated workshop. The conference is a leading venue in the area
of theoretical and applied cryptology, and provided the two students the opportunity to enrich their
view over latest research in this field, which is of important value for their current ongoing work. In
the following we present the highlights of attending EuroCrypt 2018 as reported by the participating
PhD students:
Lightweight Crypto Day 2018 workshop
The collocated workshop of Eurocrypt 2018 focused on the research in lightweight cryptography, presenting results on symmetric-key cryptography for low-end devices. There had been six talks and a
session with recent results.
-

ISO standardization

The first talk was held by Orr Dunkelman - A Lightweight Talk on Cryptographic Standardization at ISO.
He mentioned the entire process of standardization, the phases that have to be done, who can be part
of the ISO community that sets the cryptographic standards. He emphasized the hard work and implication that had to be done so that GOST (Magma) became a standard and the recent actions made by
NSA to standardize Simon and Speck work into lightweight cryptography (ISO/IEC 29192).
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Security with Small Block Sizes

The second talk was about security issues with small block sizes (typically 64 bits). Gaetan Laurent
explained how the variety of block ciphers can be used in order to achieve light weight. He focused on
encryption and authentication using classical modes of operation like CBC, CTR, etc. and discussed
about attacks against them using birthday distinguishers together with countermeasures for those attacks. The information presented is well linked to the topics that are taught in UAIC in the Introduction
to Cryptography seminaries, for the second-year bachelor students and can be disseminated here.
-

Lightweight Primitives session

In this session Maria Naya-Plasencia discussed the design and cryptanalysis of lightweight primitives.
People use more and more applications at the same time on devices such as mobile phones, tablets,
etc. Creating and designing lightweight primitives has become of great interest among cryptographers.
They proposed many encrypting schemes that use small block sizes. The talk focused on several of such
ciphers. It analyzed their security together with some ideas of cryptanalysis. This information is of great
interest in the context of master security classes and can be presented in the special sessions organized
with master students that are doing research in cryptography.
-

Internet of Things (IoT)

This session included the presentation of an attack that exploits networking capabilities using the
ZigBee wireless protocol. Once launched, the attack cannot be stopped and not even observed through
standard Internet protection mechanisms. A team conducted by Eyal Rohen implemented the attack
and presented documentation on how the attack could interrupt or turn on all the smart lights in a
city. The information presented here can be further integrated in the information security labs (third
year’s bachelor curriculum in UAIC). The new type of attack on IoT devices can be discussed when the
usage of capabilities for enforcing access control in Linux operating systems is presented.
-

The rump session

Nathan Keller (associate professor at the Mathematics Department of the Bar Ilan University of Israel)
presented a nice and easy method of reducing the computational-time complexity from O(n3) to O(n2)
during a “boomerang attack” using a simple trick based on homomorphic properties of the operations
used in the attack demonstration. This simple but efficient idea can be used for communication/security protocol implementation in lightweight devices, where the resources are limited by space, costs
and computational complexity. An excellent example for application of the idea is the field of physically
unclonable functions (PUFs), where the communication protocols can be secured using lightweight
approaches in order to maintain a good rate between costs and security level. This field coincides with
the main topic of research followed by one of the two PhD students attending the workshop.
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The main conference track of EuroCrypt 2018
-

Digital currency – invited talk

In his talk Matthew Green from Johns Hopkins Information Security Institute described the history of
digital cash (David Chaum) until blockchain, for more than 30 years of developing. He analyzed its impact in society and in the research community, technology, contributions and challenges.
-

Key Exchange session

The session included the article Fuzzy Password Authenticated Key Exchange, presented by Sophia
Yakoubov, joint work with Pierre-Alain Dupont, Julia Hesse, David Pointcheval and Leonid Reyzin. The
starting point in this study was the problem of obtaining secure communication over insecure, unauthenticated channel that could also manifest some noise. The main goal is to get a high-entropy cryptographic key on the both sides of the communication, considering man-in-the-middle security. The
talk covered not only the passwords distribution problem but also biometric authentication, mistyped
passwords and location-based authentication. The results presented in this talk included two efficient
constructions of fuzzy password authenticated key exchange and a security definition – FPAKE – which
in brief implies that if the passwords are “similar enough”, the parties agree on a key. The discussed
aspects were very interesting and can be presented in the Information Security laboratories for the 3rd
year bachelor students.
-

Attribute-Based Encryption session

This session included the paper Unbounded ABE via Bilinear Entropy Expansion, Revisited by Jie Chen,
Junqing Gong, Lucas Kowalczyk and Hoeteck Weeand. The authors presented some simple constructions of unbounded ABE together with improvements regarding the length of the ciphertext and of the
secret keys for the Okamoto and Takashima’s scheme (Asiacrypt 2012). They got a stronger level of
security: adaptively security of the unbounded KP-ABE scheme of Lewko and Waters (Eurocrypt 2011)
that had only semantic security. The main result of their work represents the first adaptively secure
unbounded ABE scheme for arithmetic branching programs under static assumptions.
The same session had also a presentation about the paper Anonymous IBE, Leakage Resilience and
Circular Security from New Assumptions by Zvika Brakerski, Alex Lombardi, Gil Segev and Vinod Vaikuntanathan. IBE is a public key encryption that uses the identity of the receiver in order to encrypt a
message. An IBE scheme is also anonymous if, having a set of identities that include the one that was
used to encrypt a message, an intruder cannot say which one was used, i.e. he cannot find who is the
receiver. The authors improved the recent schemes of Cho et al. (Crypto 2017) and of Döttling & Garg
(Crypto 2017), obtaining anonymity using two building blocks: blind garbled circuits from a one-way
function and blind batch encryption from CDH (computational Diffie-Hellman) assumption in general
groups. They showed the applicability of their constructions for proving security and presented a batch
encryption scheme that is secure under the LPN (learn parity with noise) problem – an IBE scheme that
is not anonymous, with very low noise.
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ABE and IBE are two main chapters in the master security course of Network Security, therefore these
results can be further disseminated to students as well as the remaining open problems that can be
addressed as subjects for the master theses.
-

Provable Symmetric Cryptography session

This session included the results obtained by Pratik Soni and Stefano Tessaro, Naor-Reingold Goes Public: The Complexity of Known-key Security where the authors presented how to build block ciphers in a
context where the attacker could know the key, and provided an analysis of the complexity. For security they used 5-round Feistel networks to achieve public-seed PRP (pseudorandom permutations) security and 6-round Feistel networks to obtain correlation-intractability. Again, these results are of interest in the context of the bachelor curriculum and can be further disseminated to the students.
-

Foundations session

On the Bit Security of Cryptographic Primitives (Daniele Micciancio, Michael Walter) presented several
ideas which can be considered in respect to adversarial advantage and balancing the simplicity and
precision of the cryptographic mechanisms for the purpose of obtaining concrete security.
In the same session, On the Gold Standard for Security of Universal Steganography (Sebastian Berndt)
provided a nice idea based on distributing the information (secret sharing) across multiple documents
in order to improve the security of the technique. In the same way, for a series of biometric records
used in a biometric system, we may reduce or prevent the risks of attacks by distributing the secret
across multiple biometric records which can be later used to reconstruct the secret, in a given order.
Moreover, using this approach, we may think of using this method to develop multiple PUF (physically
unclonable function) systems, where the security is provided by using a distributed network of devices
evaluated in a specific order.
-

Random Oracle Model session

One of the presentations of interest in this session was Random Oracles and Non-Uniformity (Sandro
Coretti et al.), which focused on the mitigation of preprocessing attacks of Merkle-Damgard hash functions and preprocessing bounds for important applications in the Random Oracle Model (including
computational security). Together with the next presented subject in this session, Non-Malleable Point
Obfuscation (Eylon Yogev et al), these works provide good subjects for research in information security.
-

Symmetric Cryptanalysis session

In this section, The Missing Difference Problem, and its Applications to Counter Mode Encryption (Gaëtan Leurent Ferdinand Sibleyras) demonstrated the possibility to build an attack which may recover
a block of message with complexity O(2n/2), this showing that the actual security of CTR (counter mode)
is similar to that of CBC, where the collision attacks are well known to reveal valuable information
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about the messages. This demonstration was achieved by studying a simple algorithmic problem related to the security of the CTR mode, known as the missing difference problem, which can be presented also at Information Security seminars as an extension to the current content of the course.
-

Multi-Collision Resistance session

Collision resistant hash functions are those for which is computationally infeasible to find a collision,
namely two strings that hash to the same value, even if collisions are abundant in these given situations. Such functions have notable applications in cryptography such as digital signatures, and the work
presented in this section, Multi-Collision Resistant Hash Functions and their Applications (Itay Berman,
Ron D. Rothblum et al.), is a well-documented guide on how to construct them and apply into a constant-round statistically-hiding commitment scheme.

3.3
The 12th ACM International Conference on Distributed and Event-Based Systems –
DEBS, Hamilton, New Zealand, June 25 – 29, 2018
The 12th edition of the ACM International Conference on Distributed and Event-Based Systems was
attended by a senior researcher and a PhD student from Alexandru Ioan Cuza University of Iasi and
one senior researcher from Technical University of Dresden. The DEBS conference is an annual venue
that most closely addresses the technical area targeted by the EBSIS project: event-based systems.
The participation to the conference was also motivated by the reason of disseminating results obtained
in the technical area of the project. In particular, both UAIC and TUD, were involved in an academic
competition organized as part of the conference – the DEBS Grand Challenge. Solving the challenge
requires submitting a practical solution for a different problem proposed each year, inspired from real
situations that require event processing. Following the expertise accumulated during the EBSIS project,
UAIC won the competition for the first time in the 2017 edition. In the 2018 edition, UAIC participated with two solutions, along TUD, which also participated with one solution. UAIC won the competition for a second year in a row, one of the solutions proposed ranking first in terms of performance. This made UAIC the single academic institution with two performance awards during the 8year history of the competition. The research leading to the proposed solutions was supported by
other funding, but the dissemination within the DEBS conference was possible with support from the
EBSIS project.
Highlights of attending DEBS 2018
Tutorial: Deconstructing Blockchains: Concepts, Systems, and Insights
This tutorial co-organized with the DEBS conference, offered a good insight in the blockchain concepts,
providing also the opportunity to participate to live discussions with the community engaged in research in this topic. This is useful for the EBSIS project, whose associated technical field relates with
blockchain from the distributed systems perspective, where blockchain technologies brought a significant impact especially in respect to distributed consensus. Also, attending the tutorial was helpful in
the context of proposing a new blockchain course, to be introduced in the curriculum of UAIC.
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DEBS 2018 Keynotes – part of the main conference track
Two keynotes were attended: New Challenges and Opportunities in Stream Processing: Transactions,
Predictive Analytics, and Beyond (N. Tatbul – Intel Science and Technology Center for Big Data) and IoT
Massive Online Analytics (A. Bifet – Telecom Paris). Both keynotes addressed aspects related to complex processing of event streams produced in IoT environments, such as predictive analytics. This area
is of particular interest to the EBSIS project, and more important one of the potential targets of future
grant applications. The first keynote included also details on anomaly detection, which was the target
of the DEBS Grand Challenge 2017, where UAIC participated, and which is a highly important aspect in
complex event processing, especially in the case of data streams produces by sensors or industrial
applications. The second keynote referred more to data stream mining, presenting Moa, a dedicated
framework for such operations.
Dataflow Platforms session – part of the main conference track
The session included presentations related to internals of data processing platforms such as routing,
computation flow, scalability, etc. BeaConvey: Co-Design of Overlay and Routing for Topic-based Publish/Subscribe on Small-World Networks (C. Chen et al.) was one of the presented articles detailing a
manner of setting a distributed overlay for publish/subscribe services that relies on a greedy heuristic,
over which specific routing protocols can be defined, such that the routing overhead is diminished
compared to the state of the art. retro-λ: An Event-sourced Platform for Serverless Applications with
Retroactive Computing Support (D. Meissner et al.) was another article presented, which detailed a
novel event-programming model approach that provides capability to execute retroactive computations over application histories, which opens the possibility of alternate application timelines.
The Grand Challenge session – part of the main conference track
The main focus of the participation in DEBS 2018 was, as mentioned before, the Grand Challenge session. The competition of this year focused on developing a solution for processing data streams produced by naval tracking devices installed on maritime ships, with the purpose of predicting the destination and time of arrival. The topic was inspired from a real problem, for which the solution can help
in optimizing the supply chain management processes. As detailed above, UAIC disseminated two solutions for the problem: Cell Grid Architecture for Maritime Route Prediction on AIS Data Streams (C.
Amariei et al.) – the winner of the competition - and Predicting Destinations by Nearest Neighbor
Search on Training Vessel Routes (V. Rosca et al.). The entry of TUD in the competition was entitled
Real-time Destination and ETA Prediction for Maritime Traffic (O. Bodunov et al.). The presence of
participants from both institutions provided the context for discussions related to research on the
topic. Following the long history of TUD’s participation in DEBS Grand Challenge, the presence at the
2018 edition brought also the opportunity of being invited in the organization of the following edition.
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Figure 5 UAIC presentation at the DEBS conference

3.4
The 37th ACM Symposium on Principles of Distributed Computing – PODC 2018, Egham, United Kingdom, July 23-27, 2018
The 37th edition of the ACM Symposium on Principles of Distributed Computing was attended by a
senior researcher from Alexandru Ioan Cuza University of Iasi. The conference is arguably the most
significant annual venue in terms of latest research in theory of distributed computing.
Some particular focus was set on the co-located Workshop on Blockchain Technology and Theory
(BTT). The reason behind this is the intent of introducing a new course in the curriculum of UAIC on
blockchain topics, which should cover not only the security side of the area but also the notions related
to the distributed nature of blockchain architectures, including aspects like transactions dissemination
that are strongly connected to the area of event based systems.
Highlights of attending PODC 2018
The Workshop on Blockchain Technology and Theory (BTT)
The workshop spanned an entire day, including 11 keynotes in the area of blockchain research. The
first session included three talks Bitcoin's Privacy Problem, and How to Fix it (A. Chiesa), Privacy-Preserving Auditing for Distributed Ledgers (N. Narula) and Efficient MPC meets Blockchains (B. David),
which were particularly focused on techniques for preserving privacy. Mechanisms presented included
application of zero-knowledge proofs (the Zerocash protocol, zkLedger applied in financial institutions
auditing) and respectively secure multi-party computation. The second session started with two
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presentations discussing aspects related to blockchain consistency. PHANTOM and GHOSTDAG: A Generalization of Satoshi's Longest Chain Rule (Y. Sompolinsky) discussed two protocols based on proofof-work focused on block creation scalability, but assuming a Directed Acyclic Graph in respect to block
ordering. A technique relying on determining a well-connected block cluster was detailed for achieving
consistency. Analyzing Blockchain Consistency (A. Shelat) discussed a formal approach of analyzing
consistency that relies on Markov chains. Spacemesh (I. Bentov) presented a blockchain system relying
on a proof-of-space-time, a novel alternative to the more common proof-of-work, targeting energy
efficiency. The blockchain consensus mechanism involved uses a two phase protocol – the tortoise and
the hare, initially designed for Meshcash, a proof-of-work system. The third session continued with
two talks on blockchain consensus topics. Byzantine Protocols on a Good Day (D. Malkhi) presented a
brief overview of the consensus protocols, focusing especially on communication complexity. In respect to this criteria, the talk also announced a novel protocol, soon to be released, which brings an
improvement to the current state-of-the-art. Betting on Blockchain Consensus with Fantomette
(S. Meiklejohn) introduced a new leader election protocol, Caucus, and explained the integration of
this with the Fantomette consensus protocol. The last session of the workshop covered a variety of
topics, starting with Service Discovery for Hyperledger Fabric (A. Barger), one of the most promising
permissioned blockchain platforms currently developed. Game of Coins (A. Spiegelman) presented a
formalization for the strategic mining behavior using game theory. Finally Formalizing and Implementing Distributed Ledger Objects (C. Georgiou) presented a first attempt for a formal abstraction of distributed ledger objects that takes in account the well-known consistency guarantees – linearizability,
sequential consistency and eventual consistency – in the more general area of distributed systems.
The Persistent Memory Session – part of the main conference track
The session included presentations of articles discussing latest research on memory utilization in distributed systems. A main keynote was also part of the session - Overview of Persistent Memory in
Distributed Systems Architecture – Past, Present, Future (Rob Peglar), included a summary presentation
of memory technologies starting from the early days until latest developments. In particular, the keynote discussed also current trends towards non-volatile memory and major implications that the
change in the memory technology could have in programming models in the upcoming years.
The Shared Memory Theory Session – part of the main conference track
The session continued discussing latest research on memory utilization, but with a focus on memory
sharing. One of the most interesting talks was Separating Lock-Freedom from Wait-Freedom (H. Attiya
et al.) which approached a problem with important applications in concurrent programming. More
precisely the presented research argued towards a clear difference between two fundamental characteristics defining progress conditions when using a shared data structure. The presentation introduced
a particular type of object (n-process long-lived approximate agreement) and proved that the object
permits a lock free implementation for n processes (under certain assumptions) but it does not permit
a wait-free implementation. Passing Messages while Sharing Memory (M.K. Aguilera et al.) was another interesting work presented in this session, introducing a new distributed computing model
named m & m, which permits both the message passing as well as sharing memory between processes.
This contrasts with most of the previous research, where models where focused on either of the two
directions. This research is particularly interesting in respect to the area of event based systems, which
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is inherently associated with message passing models, offering some new perspectives – one example,
as stated in the presentation, is that the added power of the model can help in developing algorithms
that are more robust (less prone to failures).
The Graph Algorithms Session – part of the main conference track
Graph algorithms are utilized in various implementations deployed on distributed systems, and implicitly event based systems. The session included presentations of mostly theoretical research, with not
much direct practical applications evaluation reference, but which were interesting especially in respect to theoretical scalability improvement. For instance one presentations that particularly could
apply for optimizing some implementations using message passing was Round- and Message-Optimal
Distributed Graph Algorithms (B. Haeupler et al.)
The Routing and Leader Election Session – part of the main conference track
The session presented latest research in routing and leader election, fundamental components of distributed systems. One of the most interesting presentations was Near-Optimal Distributed Routing
with Low Memory (M. Elkin and O. Neiman), which introduced a distributed routing scheme that improved over existing tree routing algorithms, offering logarithmic memory consumption and constant
size of routing tables with labels of logarithmic size, which are the best complexity bounds to date.
The Security, Blockchains, Replication Session – part of the main conference track
Besides the co-located workshop dedicated to blockchain, the conference main track program also
included a session presenting blockchain and security research. One of the presentations in the blockchain area was Atomic Cross-Chain Swaps (M. Herlihy). This discussed and formalized the distributed
coordination tasks where multiple parties exchange various assets, such as different crypto-currencies,
over multiple blockchains. The presentation introduced a protocol where such exchanges could be
considered as atomical providing a set of guarantees on the parties involved, so these will not be affected by other deviating parties.
The Consensus session – part of the main conference track
The consensus session included the presentation of one of the best paper awards in the conference:
Silence (G. Goren and Y. Moses). This presented an approach on reducing cost of communication in
distributed applications, by using message patterns that permit the transfer of information through
silence (lack of actual sent data). Although having limits in its application the presented techniques
were quite ingenious, being able to significantly improve the communication complexity in some particular use cases (e.g., problem of atomic commitment).
Besides the knowledge obtained from the scientific presentations, attending PODC provided also networking opportunity for establishing some new contacts working in the area of blockchain and stream
processing. Also a short meeting took place with the student forum chair of the EDCC 2018 conference
that was later organized at the site of UAIC, which provided opportunity to discuss some organizational
matters.
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3.5
The 19th International Conference on Parallel and Distributed Computing, Applications and Technologies – PDCAT, Jeju, South Korea, August 20-22, 2018
The 19th International Conference on Parallel and Distributed Computing, Applications and Technologies (PDCAT) is a conference forum where scientists, engineers, and practitioners present their latest
research, results, ideas, developments and applications in all areas of parallel and distributed computing, thus having a direct link with the research field of EBSIS. The accepted papers cover the following
topics: Networking and Architectures, Software Systems and Technologies, Algorithms and Applications, and Security and Privacy. The conference was attended by a senior researcher of UAIC.
The conference had a single track, with four sessions. The conference had two keynote talks that were
of interest. The first one, entitled “Empowering Cognitive Security Systems with Computational Intelligence & Granular Computing” (Prof. Vincenzo Loia) emphasized the need to develop systems that are
able detect various relations and events in evolving contexts, by processing data streams coming from
multiple sensor networks. This talk explored how Granular Computing and Computation Intelligence
can be integrated with security based systems in order to enrich the cognitive power. Such an integration can be viewed as a novel paradigm useful for designing, building, and deploying distributed systems suitable for Smart Cities. The second talk, entitled “Blockchain for Smart Communities: Opportunities and Challenges” (Prof. Neeraj Kumar), explored the applicability of blockchain for various Internet of Things applications, the challenges to implement blockchain for real world critical applications,
and future scope of this distributed ledger based technology. Many research directions regarding
Smart Cities and the Internet of Things were identified. Also, multiple ideas and examples that were
presented can be integrated into various courses that relate with the areas of Smart Cities and Internet
of Things.
Many papers that were presented at the conference relate to the area of event based systems. In
“Autoencoder-based on Anomaly Detection with Intrusion Scoring for Smart Factory Environments” (G.
Bae et. al), the authors present a system based on deep learning for detecting security threats and
network intrusions in smart factory environments, where the so called industrial IoT devices are employed. Real data from Korean steel companies has been used. Another paper, “SGNet: Design of Optimized DCNN for Real-Time Face Detection” (S. Lee et. al.), presents a solution for optimizing deep
convolutional neural networks for real time video processing with the purpose of detecting faces and
facial landmarks. “Adaptive Control and Optimization on Dynamic Load Balancing Model” (T. Zhao et.
al.) proposes a load balancing model with time delay based on control theory, in comparison with
linear time delay systems. In “Fault Diagnosis of a Wireless Sensor Network using a Hybrid Method” (F.
Piltan et. al), the authors propose a fault detection and diagnosis technique for wireless sensor networks (WSNs) in the presence of noise and uncertainties. Their research studies fuzzy model-based
fault diagnosis and tolerant algorithms for WSNs and explores their use in various situations, with a
particular focus on improving QoS and reliability in WSNs. “Covert Timing Channel Design for Uniprocessor Real-Time Systems” (J. Kwak et. al.) addresses the need for stringent timing guarantees in realtime systems, unlike general-purpose systems. A novel covert timing channel is presented and also
two enhancing techniques for reducing noise in communication are suggested.
The participation at this conference also involved the presentation of two papers authored by UAIC,
entitled “A SwarmESB Based Architecture for an European Healthcare Insurance System in Compliance
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with GDPR” and “Blockchain and Smart-contracts Modeled in a SwarmESB Ecosystem”. The presented
results were obtained by using a distributed platform, developed in-house, which employs a novel
communication mechanism, facilitating the integration of multiple services and the development of
various systems having a service oriented architecture.

3.6
The 22nd International Conference on Knowledge-Based and Intelligent Information & Engineering Systems – KES 2018, Belgrade, Serbia, September 3-5, 2018
The “International Conference on Knowledge-Based and Intelligent Information & Engineering Systems” – 22th KES 2018 conference, was held in Belgrade, Serbia, between 3 and 5 of September 2018.
KES is an important conference for researchers in the field of Knowledge Systems, Intelligent Applications, Multi-Agent Systems, Collaborative Agents, Semantics and more. The conference had 3 generic
tracks and another thematic tack (Knowledge Technologies). The conference also included 5 keynote
speakers and 8 to 9 parallel sessions for each on the 3 days. (3 general sessions, 4 invited sessions and
one symposium). The conference was attended by a PhD student of UAIC, who also presented new
research in the field of web services composition. Besides the main technical fields of EBSIS, attending
the conference provided the opportunity for the student to enrich his knowledge in the complementary field of natural language processing (NLP), which is part of his current research focus.
A particular paper of interest was “A semantic approach for constructing valid composition scenarios
of linguistic Web services” by Mariem Neji, Bilel Gargouri, Mohammed Jmaiel. The domain was both
related with the UAIC paper presented in the conference, as well as with future intended work, more
precisely the connection between Natural Language Processing and the Service Composition methodologies. In this paper, a NLP domain ontology is provided first, designed specifically for data and processing concepts that could be used to describe language related services. Then a part of the large
ontology is selected to generate an “ontological view”, customized for the user’s needs. Using this, the
user is assisted to select a valid processing scenario, thus resulting the composition. The common fields
between this paper and the one of UAIC is that both do service composition and both make use of
semantics (more precisely, ontologies). The proposed methodology in the attended presentation is
however particular for language processing services and the ontology created manually is for real-use;
as compared to UAIC’s paper where the ontology is automatically generated just for algorithm performance evaluation. Another difference is that UAIC’s paper focused on the full automation of composition generation without the need of user’s intervention. However, the selection mechanism and the
specific ontology used for NLP are useful ideas to take into consideration for future design adaptations
to the NLP domain.
The paper presented by the attending PhD student was entitled “Semantic Web Service Composition
based on Graph Search” (Liana Tucar, Paul Diac). This was accepted for presentation at KES conference
at the end of April 2018. This follows a previous paper presented at KES in the previous year 2017, and
it proposes an efficient algorithm for the newer composition model used at the Web Services Challenge
2008. The algorithm has to process extra data compared to previous one that consists in the semantics
level added: all parameters are concepts that are part of a taxonomy (tree of concepts and their specializations). One of the main improvements is the way in which the tree is preprocessed such that
afterwards queries of form “is concept X a sub-concept of Y (possible by transitivity)?” can be responded in O(1) time complexity. This is done with help of a classic Euler tour of the tree were the
time of the first and last processing of each node is monitored. Also, the algorithm includes a more

H2020-TWINN-2015
EBSIS - Event Based Systems in Iaşi

Page 21

Deliverable 2.3
Final rolling report on advanced specialization actions

Event Based Systems
in Iaşi

complex “composition reduction” phase, applied as many times as it produces any improvement. The
final results – judged by the same criteria applied at the 2008 challenge would rank the presented
solution in the first place. These criteria take into consideration the execution time, the composition
length but also the “execution path” – a more refined detailed metric that allows parallel service execution. Even more, the solution’s performance ranks better than another algorithm published after
the challenge as well, in 2011.
The presentation received as feedback two insightful questions from the audience and was followed
by discussions that also touched some security aspects.
The participation at KES 2018 conference was a useful experience a good opportunity to disseminate
the paper mentioned above, which involved also a collaboration with a master student.

3.7
The 23rd Nordic Conference on Secure IT Systems – NordSec 2018, Oslo, Norway,
November 28-30, 2018
The Nordic Conference on Secure IT Systems (NordSec) is an annual conference and addresses a broad
range of topics in IT security. The conference was attended by one PhD student of UAIC. Some topics
of interest for the EBSIS project covered in NordSec are, for example, cryptography or network and
cloud security. This year’s event is the first to include two parallel tracks. All the attended sessions,
summarized below, have a clear value in respect to discovering possible solutions on research issues
and new openings. During the conference, the student discovered research directions that parallel the
directions followed for the PhD curriculum, but also new opportunities that are interesting to pursue.
In addition, in the first cryptography session the student disseminated a paper entitled “Unifying Kleptographic Attacks”, which was well received by the audience.
Highlights of attending NordSec 2018
The first invited speaker, Martin Eian, who represented Mnemonic AS (Norway) gave a talk about “Cybersecurity Threats to the Academic Sector”. He talked about advanced persistent threats and about
how academic owned networks are being hijacked in order to be used for delivering malicious payloads
or for impersonating faculty members or simply for stealing ongoing research.
The second invited speaker, Lothar Fritsch, who represented Karlstad University (Sweden), gave a talk
entitled “From Risk to Treatment: Privacy impact assessment and privacy controls”. The talk highlighted some risk management techniques used to deal with user privacy issues.
The last invited speaker, Christoph Sorge, who represented Saarland University (Germany), gave a talk
about “Smart Meter Privacy: An interdisciplinary perspective”. The talk was about the ongoing implementation of smart electric grids in Germany and presented challenges from different perspectives:
law, security, anonymity, data processing and network balancing.
In the first Cryptography section, a simple end-to-end secure logging system (Steady) was proposed.
The role of Steady is to protect logs (generated by critical distributed systems) when transported
through untrusted relays. Note that the protocol has several desired security properties proven in the
standard model by the authors. Another interesting talk, covered the issue of deniability in quantum
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key exchange. The authors study the connection between covert communication and deniability, and
consider the possibility of achieving information-theoretic deniability via entanglement distillation. In
the last presentation a hash-based signature scheme was introduced. To achieve forward security, the
authors use a distributed system for assisting signers in generating signatures. The last two presentations are in a direct link with the attending student’s new line of research, namely quantum and postquantum cryptography.
In the Network and Cloud Security session a network intrusion detection system (NIDS) suitable for IoT
topologies was introduced. To cope with the processing needs of NIDS, the authors offload the burden
of pattern matching for intrusion detection to the integrated GPUs (found in the new generation of IoT
devices). Another interesting talk was about detecting covert channels in TCP transmissions. The authors introduce two statistical detection measures and discussed their efficiency against covert channels based on TCP retransmissions. The aspects discussed in this talk converge with the student’s current line of research (leaking secrets through a system’s outputs) and thus, widen the study perspectives.
During the Security for Software and Software Development section a security analysis of dating apps
on Android was presented. Of all the five apps analyzed, none protect user credential data and some
may lead to user profiles disclosure or chat messages. Another paper addressed the issues of privacy
and security by design principles during software development. Since these principles are mandatory
according to the GDPR, the authors provided an experimental use case to illustrate the challenges
associated with these principles.
The last Cryptography session was composed of two interesting talks. The first one was a theoretical
paper dealing with the security relations between three variations of the Fiat-Shamir transform. The
second talk contained a possible solution for reducing trust in publicly verifiable certificate transparency. To achieve their goal, the authors used Merkle hash trees, digital signatures and a gossip protocol. Although, the first talk is tangential with the attending student’s research directions, it is worth
further studying in order to find possible extensions.
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